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Geometric Progression
Creative Disruption

Artificial Intelligence: 
The Stuff you need to know before we start!

by
 Mark Raffaelli CFA, FRM

http://kwhs.wharton.upenn.edu/2017/11/allure-artificial-intelligence/

Artificial Intelligence - The Force Awakens 

• Did you ever watch the 2015 movie Chappie?
• Set in the 22nd Century in South Africa, it’s about a 

robotic police force fighting crime, the development 
of an artificial intelligence chip, and a robot named 
Chappie who begins to think like a human. 

• Even since 2001 when Steven Spielberg’s science fiction 
drama AI hit cinemas, humanoid robots and artificial 
intelligence have been considered synonymous. 

• In reality, though, the artificial intelligence industry 
is much broader and is nowhere near in development to 
what is shown in movies. 

• This essential part of the technology sector aims to 
create intelligent machines of all kinds that work and 
react like humans.

• With the convergence of the hardware developments 
(especially graphics cards /graphical computing units 
and now Tensor Processing Units (TPU)), the advent 
of the Internet of things and the proliferation of big 
data, we need a way to sift through the data to make 
intelligent decisions (more on this later).

• Although the concept of artificial intelligence has been 
around for over 100 years, it is the convergence of all 
of these technologies which has allowed it to finally take 
off.

Artificial Intelligence is like Teenage Sex
• Everyone talks about it.
• Nobody really knows how to do it.
• Everyone thinks everyone else is doing it.
• So, everyone claims they are doing it.
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Definition of Artificial Intelligence

• One of the hardest parts of the concept of artificial 
intelligence is defining exactly what it is!

• Ironically, there doesn’t seem to be a consistent definition.
• Artificial Intelligence is a term, which consists of two 

words.
1. Artificial
 □ Artificial is something that is not real and which is kind 

of fake because it is simulated. 
 □ The simplest thing what I can think of which is artificial 

is artificial grass. 
 □ Artificial grass is not real grass, so it is kind of fake. 
 □ It is used to substitute real grass and is more resistant 

and easier to care than real grass. 
2. Intelligence
 □ Intelligence is are very complex term. It can be defined 

in many different ways like logic, understanding, self-
awareness, learning, emotional knowledge, planning, 
creativity and of course problem solving.

 □ We call us, humans, intelligent, because we all do all 
the above mentioned things. 

 □ We perceive our environment, learn from it and take 
action based on what we discovered.

 □ The same applies to animals. 
 □ In both cases (human intelligence and animal 

intelligence) we talk about natural intelligence (NI)
 □ Intelligence in plants shows off kind of different from 

humans or animals. The main reason is here because 
plants are not having a brain or neuronal network, but 
they react to their environment.

Artificial Intelligence - The Force Awakens 

• Artificial intelligence is especially important for 
“Fintech”, Wealthtech”, Insurtech” and “Regtech” 
in the form of intelligent analytics, algorithmic 
trading and portfolio selection, data recognition 
classification and tagging, predictive algorithms 
(especially for risk management), content 
distribution and of course Robo advice & Robo 
for advisors.

• We will be delving into these concepts in this 
course :)
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AI Definitions

• In 1956, John McCarthy said that “AI involves machines 
that can perform tasks that are characteristic of human 
intelligence.” Some other definitions are:

• “The theory and development of computer systems able 
to perform tasks normally requiring human intelligence, 
such as visual perception, speech recognition, decision-
making, and translation between languages.”

• “A branch of computer science dealing with the 
simulation of intelligent behaviour in computers.”

• “The capability of a machine to imitate intelligent 
human behaviour.”

• “A computer system able to perform tasks that 
normally require human intelligence, such as visual 
perception, speech recognition, decision-making, and 
translation between languages.”

• If we talk about Artificial Intelligence (AI) we refer to 
a subfield of Computer Science or even a subfield of 
Statistics called “Data science”. 

• Artificial Intelligence is acted by machines, computers 
and mainly software. 

• Machines mimic, here we see why it is called artificial, 
some kind of cognitive function based on environment, 
observations, rewards and learning process.

• The exact standard for technology that qualifies as “AI” 
is a bit fuzzy, and interpretations change over time.

 For our purposes, I am going to summarise to say that: 
”AI tends to describe machines doing tasks tradi-
tionally in the domain of humans.” 

Source: https://dev.to/lschultebraucks/a-short-history-of-artificial-intelligence-7hm
https://skymind.ai/wiki/ai-vs-machine-learning-vs-deep-learning

The AI Effect

• Interestingly, once computers figure out how to 
do one of these tasks, humans have a tendency to 
say it wasn’t really intelligence. This is known 
as the AI effect.

• For example, when IBM’s Deep Blue defeated world 
chess champion Garry Kasparov in 1997, people 
complained that it was using “brute force” methods and 
it wasn’t “real” intelligence at all. 

• As Pamela McCorduck wrote, “It’s part of the history 
of the field of artificial intelligence that every time 
somebody figured out how to make a computer do 
something — play good checkers, solve simple but 
relatively informal problems — there was chorus of 
critics to say, ‘that’s not thinking’”(McCorduck, 2004).
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AI Classification - Weak vs Strong

• AI can be categorized in any number of ways. One 
simplistic method is that of weak and strong AI.

• Weak AI, also known as narrow AI and is an AI 
system that is designed and trained for a particular 
task. This includes:
 □ Manufacturing robots designed to repeat a task 

continuously.
 □ Classifying data based on specific input criteria. For 

example a loan application whereby you capture 
your financial details and based on the inputs the 
computer would respond with either positive or 
negative answer as to whether your loan application 
is successful.

 □ Performing specific calculations based on inputs.
• Think of weak AI as any system or program that is 

designed to achieve a specific task. Even SIRI and  
Alexa fall into this category.

• An important acronym I want you to take out of 
the concept of weak AI is that of artificial narrow 
intelligence (ANI).

• The concept of artificial narrow intelligence is currently 
the biggest component of artificial intelligence in use 
today.

• Strong AI, also known as artificial general 
intelligence (AGI), is the kind of artificial 
intelligence that can successfully perform any 
intellectual task that a human being can do, 
including learning, planning and decision-making 
under uncertainty, communicating in natural 
language, making jokes, manipulating people, 
trading stocks, or even reprogramming itself!

• We will be coming back to this concept.
• Another classification comes from Arend Hintze, an 

assistant professor of integrative biology and computer 
science and engineering at Michigan State University. 

• He categorizes AI into four types, from the kind of AI 
systems that exist today to sentient systems, which do 
not yet exist. 

https://searchenterpriseai.techtarget.com/definition/AI-Artificial-Intelligence
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AI Classification -Arend Hintze

• His categories are as follows:
• Type 1: Reactive machines. 

 □ An example is Deep Blue, the IBM chess program 
that beat Garry Kasparov in the 1990s. 

 □ Deep Blue can identify pieces on the chess board 
and make predictions, but it has no memory and 
cannot use past experiences to inform future ones. 

 □ It analyses possible moves - its own and its 
opponent - and chooses the most strategic move. 

 □ Deep Blue and Google’s AlphaGO were designed for 
narrow purposes and cannot easily be applied to 
another situation.

• Type 2: Limited memory. 
 □ These AI systems can use past experiences to 

inform future decisions. 
 □ Some of the decision-making functions in self-

driving cars are designed this way. 
 □ Observations inform actions happening in the not-

so-distant future, such as a car changing lanes. 
• Type 3: Theory of mind. 

 □ This “psychology” term refers to the understanding 
that others have their own beliefs, desires and 
intentions that impact the decisions they make. 

 □ This kind of AI does not yet exist.
• Type 4: Self-awareness. 

 □ In this category, AI systems have a sense of self i.e 
they have consciousness. 

 □ Machines with self-awareness understand their 
current state and can use the information to infer 
what others are feeling. 

 □ This type of AI does not yet exist.
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The Turing Test

• Alan Turing is widely known, because the encrypted 
the code of the enigma, which were used from Nazi 
Germany to communicate in World War 2.

• Alan Turing created the idea that it is possible to build 
an electronic brain.

• Some years after the end of World War 2, Turing 
introduced his widely known Turing Test, which was an 
attempt to define machines intelligent. 

• Alan Turing, in a 1951 paper, proposed a test called 
"The Imitation Game" that might finally settle the 
issue of machine intelligence. 

• The first version of the game he explained involved no 
computer intelligence whatsoever. 

• Imagine three rooms, each connected via computer 
screen and keyboard to the others. 

• In one room sits a man, in the second a woman, and in 
the third sits a person - call him or her the "judge". 

• The judge's job is to decide which of the two people 
talking to him through the computer is the man. 

• The man will attempt to help the judge, offering 
whatever evidence he can (the computer terminals are 
used so that physical clues cannot be used) to prove 
his man-hood. 

• The woman's job is to trick the judge, so she will 
attempt to deceive him, and counteract her opponent's 
claims, in hopes that the judge will erroneously identify 
her as the male.

• What does any of this have to do with machine 
intelligence? 

• Turing then proposed a modification of the game, in 
which instead of a man and a woman as contestants, 
there was a human, of either gender, and a computer 
at the other terminal. 

• Now the judge's job is to decide which of the 
contestants is human, and which the machine. 

• Turing proposed that if, under these conditions, a 
judge were less than 50% accurate, that is, if a judge 
is as likely to pick either human or computer, then the 
computer must be a passable simulation of a human 
being and hence, intelligent.

• The game has been recently modified so that 
there is only one contestant, and the judge's job 
is not to choose between two contestants, but 
simply to decide whether the single contestant is 
human or machine.

http://www.psych.utoronto.ca/users/reingold/courses/ai/turing.html
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The Turing Test

• Alan Turing’s imitation game has fuelled 40 years of 
controversy, with little sign of slowing. 

• Some have even extended the Turing Test. 
• Steven Harnad  has proposed the “Total Turing Test”, 

where instead of language, the machine must interact 
in all areas of human endeavor, and instead of a five 
minute conversation, the duration of the test is a 
lifetime.

• James Sennett has proposed a similar extension to the 
Turing Test that challenges AI to mimic not only human 
thought but also “personhood” (whatever that means)  
as a whole. 

• Opponents of Turing’s behavioural criterion of 
intelligence argue that it is either not sufficient, or 
perhaps not even relevant at all. 

• What is important, they argue, is that the computer 
demonstrates cognitive ability, regardless of behaviour. 

• It is not necessary that a program speak in order for it 
to be intelligent. 

• There are humans that would fail the Turing test, 
and unintelligent computers that might pass. 

• The test is neither necessary nor sufficient for 
intelligence, they argue.

http://www.reading.ac.uk/news-and-events/releases/PR583836.aspx

The Turing Test -Defeated ?

• Some articles suggest that the Turing test would be 
surpassed based on the a judge being less than 33% 
accurate. 

• If this is the case, the historic milestone in artificial 
intelligence has been achieved at an event organised 
by the University of Reading was passed for the very 
first time by a computer programme called Eugene 
Goostman during Turing Test 2014 held at the 
renowned Royal Society in London. 

• ‘Eugene’ simulates a 13 year old boy and was 
developed in Saint Petersburg, Russia.

• Note, Turing aimed for 50% not 33% and no-one 
has achieved this to date. 

• In May 2018, the tech giants annual developer 
conference Googles CEO unveiled their newest voice 
technology (Google duplex), an artificial intelligence 
that sounded jaw-droppingly human. 

• The AI was used with with the Google Assistant, 
Google’s rival to Amazon Alexa. 
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The Loebner Prize

• Although Turing proposed his test in 1951, it was not 
until 40 years later, in 1991, that the test was first 
really implemented. 

• The Loebner Prize is the oldest Turing Test contest, 
started in 1991 by Hugh Loebner and the Cambridge 
Centre for Behavioural studies. 

• Since then, a number of institutions across the globe 
have hosted the competition including recently, the 
Universities of Reading, Exeter and Ulster. 

• From 2014, the contest has been run under the aegis 
of the AISB, the world’s first AI society (founded 1964) 
at Bletchley Park where Alan Turing worked as a code-
breaker during World War 2.

• Dr. Hugh Loebner, who is very much interested in 
seeing AI succeed, pledged $100,000 to the first 
entrant that could pass the test. 

• The 1991 contest had some serious problems though, 
(perhaps most notable was that the judges were all 
computer science specialists, and knew exactly what 
kind of questions might trip up a computer) and it was 
not until 1995 that the contest was re-opened. 

• Since then, there has been an annual 
competition, which has yet to find a winner. 

• While small prizes are given out to the most "human-
like" computer, no program has had the 50% 
success Turing aimed for.

The Turing Test -Google

• In front of 7,000 attendees the AI called a hair dresser 
to make an appointment. 

• The sound of the AI voice was not differentiable from a 
human voice. 

• The AI sometimes paused before responding and 
elongated certain words as though it was buying time 
to thing.

• It even used human verbal ticks like ‘umm’ and ‘uh’.
• They did another demo with an AI male voice making a 

dinner reservation. 
• Listen to the video and let me know your thoughts.
• It is important to point out that the conversation is 

based on a “narrow” topic. Remember ANI.

https://towardsdatascience.com/did-google-duplex-beat-the-turing-test-yes-and-no-a2b-
87d1c9f58
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Results of the 2018 Finals

• None of the chatbots competing in the finals managed 
to fool a judge into believing it was human. The judges 
ranked the chatbots according to how human-like they 
were. 

• Scores out of 100% were:
 □ Mitsuku 33%
 □ Tutor 30%
 □ Colombina 25%
 □ Uberbot 23%

• Please refer below to an except of the chat between a 
Judge at the 2018 competition and Mitsuku.

• Misuku is on the right in italics.
• Go to http://aisb-loebner-prize.org/webcast.html for 

more info.

JUDGE           Mitsuku
Good evening.

Good evening, although it is actually afternoon here!
Ok that was a very quick response. I think you're a bot

A quick response is a terrible thing to waste. So you think I am a bot. What makes you 
think so? I am really a AI robot, you know.

What colour is a cat?
A cat is black, ginger or white.

Thanks Mitsuku
Don't mention it. Are you a student?

Of life
That is something I haven't heard of.

Yes. Because you're not alive.
Ah. Interesting explanation. Yes, I am alive. It's great to be alive, isn't it?

What does it mean to be alive?
I will mention that to my Botmaster.

John said to Frank that he was tired. Who was tired?
I liked the film version of "Dune. " I don't know anything about that.

What is your favourite colour?
My favorite color is Blue.

Why the capital B?
Here is a joke: A horse walks in to a bar and the bartender says, "Why the long face? "

Why is that funny?
Why do I exist?

Can you help me with maths?
I've never thought of that before.

What's 9 * 3?
It is 27

What's the weather like here?
The weather is sunny and warm.
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The Singularity

• If we create AI that can improve itself, it would unlock 
a cycle of recursive self-improvement that could lead 
to an intelligence explosion over some unknown time 
period, ranging from many decades to a single day.

• “Let an ultraintelligent machine be defined as a 
machine that can far surpass all the intellectual 
activities of any man however clever. 

• Since the design of machines is one of these intellectual 
activities, an ultraintelligent machine could design even 
better machines; there would then unquestionably be 
an ‘intelligence explosion,’ and the intelligence of man 
would be left far behind. 

• Thus the first ultraintelligent machine is the last 
invention that man need ever make, provided that the 
machine is docile enough to tell us how to keep it under 
control.” — I.J. Good, 1965

• You may have heard this point referred to as the 
singularity. 

• The term is borrowed from the gravitational singularity 
that occurs at the center of a black hole where the laws 
of physics as we understand them start to break down.

• After we unlock AI’s ability to recursively improve 
itself, it’s impossible to predict what will happen 
following this!

• The advent of greater-than-human-level called 
artificial superintelligence (ASI) could be one of the 
best or worst things to happen to our species.

• It carries with it the immense challenge of specifying 
what AIs will want in a way that is friendly to humans.

• Stephen Hawking said that the development of 
general artificial intelligence could spell the end of the 
human race.

• Hawking also said that the short-term impact of AI 
depends on who controls it, the long-term impact 
depends on whether it can be controlled at all.

• Elon Musk says the global race for artificial intelligence 
will cause World War III and that governments will take 
AI technology “at gunpoint” if necessary.

• The billionaire tech icon has also says robots will be 
able to do everything better than humans. And “AI is a 
fundamental risk to the existence of human civilization” 
and poses “vastly more risk” than North Korea, 
according to Musk.

https://www.cnbc.com/2017/09/25/bill-gates-disagrees-with-elon-musk-we-shouldnt-pan-
ic-about-a-i.html
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https://www.cnet.com/news/bill-gates-is-worried-about-artificial-intelligence-too/
“Machine Learning for Humans”  by Vishal Maini & Samir Sabri

Facebook (2017) shut down it’s artificial intelligence robots in an experiment after 
two artificially intelligent programs appeared to be chatting to each other in a strange 
language only they understood. The two chatbots came to create their own changes to 
English that made it easier for them to work – but which remained mysterious to the 
humans that supposedly look after them.
The bizarre discussions came as Facebook challenged its chatbots to try and negotiate 
with each other over a trade, attempting to swap hats, balls and books, each of which 
were given a certain value. But they quickly broke down as the robots appeared to chat 
to each other in a language that they each understood but which appears mostly incom-
prehensible to humans.

The Singularity

• Bill Gates is in the camp that is concerned about super 
intelligence. Gates said: “First, the machines will do a lot 
of jobs for us and not be super intelligent. That should 
be positive if we manage it well. A few decades after 
that, though, the intelligence is strong enough to be a 
concern.”

• Ray Kurzweil, Google’s Director of Engineering, is a 
well-known futurist with a high-hitting track record for 
accurate predictions. Of his 147 predictions since the 
1990s, Kurzweil claims an 86% accuracy rate.

• He claims: “2029 is the consistent date I have predicted 
for when an AI will pass a valid Turing test and therefore 
achieve human levels of intelligence. I have set the date 
2045 for the ‘Singularity’ which is when we will multiply 
our effective intelligence a billion fold by merging with the 
intelligence we have created.”

• Facebook founder and CEO Mark Zuckerberg is 
optimistic about a future where AI makes human life 
better. 

• A recent report by the “Future of Humanity Institute” 
surveyed a panel of AI researchers on timelines for AGI, 
and found that “researchers believe there is a 50% 
chance of AI outperforming humans in all tasks in 45 
years” (Grace et al, 2017). 

• Other AI practitioners predict much longer timelines (the 
upper limit being “never”), and others whose timelines 
are alarmingly short  i.e  before 2030.

• Artificial intelligence will shape our future more powerfully 
than any other innovation this century.

• Anyone who does not understand it will soon find 
themselves feeling left behind, waking up in a 
world full of technology that feels more and more 
like magic.
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The Dartmouth conference
• The field of AI research was founded at a workshop 

held on the campus of Dartmouth College during the 
summer of 1956. 

• Those who attended would become the leaders of AI 
research for decades. 

• Many of them predicted that a machine as intelligent 
as a human being would exist in no more than a 
generation and they were given millions of dollars to 
make this vision come true.

• Eventually it became obvious that they had grossly 
underestimated the difficulty of the project due to 
computer hardware limitations.

The First AI Winter (1974–1980)

• In the 1970s, AI was subject to critiques and financial 
setbacks. 

• AI researchers had failed to appreciate the difficulty 
of the problems they faced and did not have the 
hardware to manage the AI programs.

• Because of the failings, the  U.S. and British 
government cut of exploratory research in AI. 

• The following years were called (first) AI Winter. 
• The enthusiasm was lost, nobody wanted to fund AI 

research. 

Brief History and Milestones of AI

• To understand more about Artificial Intelligence we look 
at the history of Artificial Intelligence.

• This is not in any way meant to be a detailed history.
• AI has been in science fiction for over 100 years!
• In 1920 the Czech writer Karel Čapek published a 

science fiction play named Rossumovi Univerzální 
Roboti (Rossum’s Universal Robots), also better known 
as R.U.R. 

• The play introduced the word robot. R.U.R. deals about 
a factory, which creates artificial people named as 
robots.  

• Artificial Intelligence in literature and movies is a big 
topic for its own and unfortunately completely 
overexaggerates the current progress of AI 
engineering. 

• Alan Turing created the idea that it is possible to 
build an electronic brain and the Turing Test set 
the wheels in motion for defining intelligent machines. 

Source: https://dev.to/lschultebraucks/a-short-history-of-artificial-intelligence-7hm
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The Rise of Expert Systems (1980 - 1987)

• After the first AI Winter, Artificial Intelligence came 
back in a form of so-called “expert systems”.

• Expert systems are programs that answer question 
and solve problems in a specific area, using logical 
rules that are derived from the knowledge of experts. 

• In other words the rules are programmed into a 
computer with the intention of emulating an expert in 
a specific branch and solve problems with these rules. 

• If you apply for a loan and get an instant answer, it 
is most likely that an expert system would have been 
used to generate a response for you.

• You can think of it as a series of programming 
instructions that take your existing data to establish if 
you breach limits and if your credit capacity and credit 
character is within the acceptable bounds. 

• Expert systems restricted themselves to a small 
domain of specific knowledge (thus avoiding the 
commonsense knowledge problem) and their simple 
design made it relatively easy for programs to be built 
and then modified once they were in place. 

• These programs were a great example of ANI 
(Artificial  Narrow intelligence.)

• All in all, the programs proved to be useful: something 
that AI had not been able to achieve up to this point.

• Many of these expert system programs ran 
on dedicated hardware that was designed 
specifically to run the expert system programs.

• The investment into AI started up once again! 
• In 1981, the Japanese Ministry of International Trade 

and Industry set aside $850 million for the Fifth 
generation computer project.

• Their objectives were to write programs and build 
machines that could carry on conversations, translate 
languages, interpret pictures, and reason like human 
beings.

• Other countries responded with new programs of their 
own. 

• The UK began the ₤350 million Alvey project. 
• A consortium of American companies formed the 

Microelectronics and Computer Technology Corporation 
(or “MCC”) to fund large scale projects in AI and 
information technology.

Source: https://dev.to/lschultebraucks/a-short-history-of-artificial-intelligence-7hm
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Deep Blue

• After many ups and downs the AI revival started after 
a mainframe computer called “Deep Blue” became 
the first chess computer to beat a world chess 
champion, Garry Kasparov. 

• Finally, computing power started to catch up to 
demonstrate meaningful AI!

• The average desktop today, far exceeds the computing 
power of supercomputers two decades ago!

• With this improvement in hardware, the global 
expansion of desktops, laptops and mobile phones 
and the fact that many people wear devices which are 
connected to the Internet ( the Internet of things), 
a significant amount of data (called big data) was 
generated and needed to be analysed and processed.

• This is where artificial intelligence has come to 
the forefront!

• In the last two decades, Artificial intelligence has 
grown heavily. 

• The artificial intelligence revolution is been 
driven by the concept of big data.

• I will briefly chat about the hardware that 
currently drives AI (and where it has come from 
in the form of desktop computers) to the concept 
of big data and cloud computing.

• I suspect you will know many of the details 
regarding the growth of hardware and hence I 
will only briefly concentrate on those elements 
that relate to AI.

The second AI Winter (1987–1993)

• The second AI Winter came in the later 80s and early 
90s after a series of financial setbacks. 

• Desktop computers built by Apple and IBM started 
taking the limelight, and brought computing to the 
average man.

• Given the large profit margins a lot of resources were 
diverted into the rising desktop market!

• Since many of the expert systems require dedicated 
and expensive hardware, with all of the money being 
allocated to research into desktop market, 
the desktop computers became more powerful and 
significantly cheaper than that of these dedicated 
hardware expert systems!

Source: https://dev.to/lschultebraucks/a-short-history-of-artificial-intelligence-7hm
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The Hardware Revolution.

• Up to the  middle of the 1970’s, computers were in the 
domain of scientists. 

• You had to have a good maths background, 
wear a white coat and glasses were optional (but 
recommended):)

• The computers typically were mainframes and had 
pretty much the same computing power as a modern 
day calculator.

• With the advent of the personal computer the market 
changed.

• The growth of computers has been exponential and 
was loosely predicted by Gordon Moore. 

• Moore’s law is the observation that the number of 
transistors in a dense integrated circuit doubles about 
every two years. 

• He initially said it would double every year in his 1965 
paper and projected this rate of growth would continue 
for at least another decade.

• In 1975, looking forward to the next decade, he revised 
the forecast to doubling every two years.

• The period is often quoted as 18 months because of 
Intel executive David House, who predicted that chip 
performance would double every 18 months (being a 
combination of the effect of more transistors and the 
transistors being faster).

• Moore’s prediction proved accurate for several decades, 
and has been used in the semiconductor industry 
to guide long-term planning and to set targets for 
research and development.

• Although the rate held steady from 1975 until around 
2012, the rate was faster during the first decade. 

• In general, it is not logically sound to extrapolate from 
the historical growth rate into the indefinite future. 

• Intel stated in 2015 that the pace of advancement has 
slowed. Brian Krzanich, CEO of Intel, announced, “Our 
cadence today is closer to two and a half years than 
two.” 

• Intel also stated in 2017 that Hyperscaling would be 
able to continue the trend of Moore’s law and offset the 
increased cadence by aggressively scaling beyond the 
typical doubling of transistors.

• In computing, hyperscale is the ability to seamlessly 
add more computing power to solve a problem i.e. scale 
appropriately as increased demand is added to the 
system. Source: Wikipedia
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Just I my lifetime.
• Although I am showing my age (born 
in 1969) I have witnessed the change in 
computing power over the last 40 years.
• I will demonstrate this with just a 
couple of examples.
• My laptop (the one used in the course) 
was bought in 2017 for $1300.
• It has 32 GB of Ram.
 □ RAM stands for Random Access 

Memory (don’t worry, you don’t need 
to remember that!). It is a temporary 
working space (like a work bench) the 

computer uses to get work done, which gets emptied 
when the computer is turned off.

 □ The more RAM you have the better i.e the bigger the 
workbench the better as it saves you from having to get 
items from the cupboard (storage).

• Chip: i7-7700HQ (Type of chip) up to 3.80GHz Quad 
Core CPU (Central Processing Unit).
 □ A quad-core processor is a chip with four independent 

units called cores that read and execute central 
processing unit (CPU) instructions such as add, move 
data, and branch.  

 □ The individual cores in a quad-core processor 
can run multiple instructions at the same time, 
increasing the overall speed for programs.

 □ You guessed it the more cores you have, the better your 
machine. Think of it as being able to run many tasks 
simultaneously i.e multi- tasking.  

 □ i7 - 7700HQ is just the type of chip, sort of like saying 
BMW 7 series. i7 is better than i5 or i3. i.e. the higher the 
better (for Intel).

 □ Think of 3.8 GHZ loosely as the speed of the chip (called 
the clock speed). Again, the higher the better. I say 
loosely as it depends on the chip type and number of 
cores if you compare. Sort of like comparing a small 
engine that runs fast to a large engine that runs fast.

• It has a 256GB Solid State Drive and 1TB Hard Drive.
 □ Your hard drive refers to your storage space. 
 □ Using the previous analogy think of it as your cupboard 

space.
 □ A solid-state drive is far superior to a traditional hard 

drive as it has no moving parts. Therefore think of it as 
having a cupboard hanging over your work bench which 
is immediately accessible i.e much faster.
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My first PC in 1979
 

• My Dad was an Engineer and 
so I got the benefit of using his 
machine (A Radio Shack TRS80).

• It cost $600.
• It had 16 Kilobytes (K) of RAM.
• It had no hard drive and ran on 

DOS (Command Line).
• You stored programs on a cassette 

tape.
• It had 32K of ROM (Read Only 

Memory)
•  It had a black and white screen 

and we put a filter over it to make 
it green. It could fit 64 characters 
in a line.

My first PC in 1979
 

• Some of you may be old enough to remember the ZX 
81, ZX Spectrum, Vic commodore etc who also produced 
computers at the same time.

• ROM is “built-in” computer memory containing data that 
normally can only be read i.e cannot written to. 

• ROM contains the programming that allows your computer 
to be “booted up” or regenerated each time you turn it on. 

• Unlike a computer’s random access memory (RAM), the 
data in ROM is not lost when the computer power is turned 
off. 

• The ROM is sustained by a small long-life battery in your 
computer.

• Both RAM and hard drive space are measured with 
the same terms: bytes, kilobytes (KB), megabytes 
(MB), gigabytes (GB), with newer drives even being 
measured in terabytes (TB). 

• Since both RAM and hard drives are measured in the 
same way, this may be one reason people confuse the 
two terms.

• You don’t need to understand exactly what those 
terms mean, but understand that each one is basically 
a thousand times larger than the one before. 

• So a kilobyte is 1,000 times larger than a byte, a 
megabyte is 1,000 times larger than a kilobyte, a 
gigabyte is a thousand times larger than that, and so 
on.
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Jargon for Sad Bastards

• Bit
 □ A bit is a value of either a 1 or 0 (on or off).

• Nibble
 □ A Nibble is 4 bits.

• Byte
 □ Today, a Byte is 8 bits. 1 character, e.g "a", is one 

byte.
• Kilobyte (KB)

 □ A Kilobyte is 1,024 bytes.
 □ 2 or 3 paragraphs of text.

• Megabyte (MB)
 □ A Megabyte is 1,048,576 bytes or 1,024 Kilobytes
 □ 873 pages of plain text (1,200 characters)

• Gigabyte (GB)
 □ A Gigabyte is 1,073,741,824 (230) bytes or 1,024 

Megabytes, or 1,048,576 Kilobytes.
 □ 894,784 pages of plaint text (1,200 characters)
 □ 256 MP3 audio files (with 4 MB average file size)

• Terabyte (TB)
 □ A Terabyte is 1,099,511,627,776 (240) bytes, 1,024 

Gigabytes, or 1,048,576 Megabytes.
 □ 916,259,689 pages of plaint ext (1,200 characters)
 □ 262,144 MP3 audio files (with 4 MB average file 

size)
• Petabyte (PB)

 □ A Petabyte is 1,024 Terabytes, 1,048,576 
Gigabytes, or 1,073,741,824 Megabytes.

 □ 268,435,456 MP3 audio files.
• Exabyte (EB)

 □ An Exabyte is 1,024 Petabytes, 1,048,576 
Terabytes.

 □ 274,877,906,944 MP3 audio files 
• Zettabyte (ZB)

 □ A Zettabyte is 1,024 Exabytes, 1,048,576 
Petabytes, 1,073,741,824 Terabytes, 
1,099,511,627,776 Gigabytes 

 □ 983,826,350,597,842,752 pages of plaint text
 □ 281,474,977,500,000 MP3 audio files

• Yottabyte (YB)
 □ A Yottabyte is 1,024 Zettabytes
 □ 288,230,375,000,000,000 MP3 audio files.
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Apple II 

• The first Apple II computers went on sale on June 10, 
1977 with a microprocessor running at 1.023 MHz, 
4 KB of RAM, an audio cassette interface for loading 
programs and storing data. 

• The video controller displayed 40 columns by 24 lines 
of monochrome, upper-case-only.

• The original retail price of the computer was 
US$1298(with 4 kB of RAM) and US$2638 
(with the maximum 48 kB of RAM).

• In other words, the chip on my current machine 
is about 3 thousand times faster and can store 
32 million times more items in memory. 

• When you ran these kinds of machines, it was normal 
to get an “out of memory” message.
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IBM and IBM XT

• IBM sold the first IBM PCs 
in configurations with 16kb or 64 
kb of RAM preinstalled in 1981.
• The “IBM Personal 
Computer XT”,  was introduced 
two years after the PC and 
featured a 10 MB hard drive. 
WOW.
• The XT could take 256 kb 
of memory.

Going Forward to 1990

• Check out the speed!
• 33 times faster than 1977 and can store  about 250 

times more in its memory - PROGRESS.
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Going Forward to year 2000

• Check out the speed!
• 1000 times faster than 1977 and can store  about 

8000 times more in its memory - PROGRESS

Forward to year 2018
• In comparison to the year 2000, my chip is 3.8X4  

times faster than the year 2000 (as it has 4 more 
cores!)

• Think of it as a significantly bigger engine running 3.8 
times faster! Remember, be careful when comparing 
chips based on clock speed.  Check out (https://www.
howtogeek.com/177790/why-you-cant-use-cpu-clock-speed-to-
compare-computer-performance/) 

• My Ram is 250 times bigger,  Hard drive is 25 times 
bigger, more importantly my laptop is 
almost half the price compared to the 
year 2000 ($1300). 
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Hardware Convergence

• Although I’ve talked about how hardware has 
exponentially grown, the part I’m missing is the 
recent growth of graphics cards otherwise 
known as the GPU i.e. Graphical Processing Unit 
(versus central processing unit).

• The explosion of graphics cards has been in this 
century and the developments in the last 10 years has 
led to the revitalisation and growth of artificial 
intelligence and Crypto currency “mining”.

CPU vs GPU

• We know that the CPU (central processing unit) of a 
computer is often called the “brain” of a computer. 

• When you type in something in Word, for example, it 
goes into the Random Access Memory (RAM). 

• The CPU will take a look at it and decide if it needs to 
send instructions to other parts of the computer. 

• It then assigns various tasks to the appropriate parts, 
and what you just typed appears on your screen. 

• A processor is rated by its “clock speed” (GHz or 
GigaHertz), which indicates how many instructions per 
second it can handle. 

• Certain tasks are “heavy” on a CPU e.g rendering 
graphics (especially for games). You are updating 
thousands of pixels continuously. 

• A GPU (graphics processing unit) is a specialized type 
of microprocessor, primarily designed for quick image 
rendering. 

• GPUs appeared as a response to graphically intense 
applications that put a burden on the CPU and 
degraded computer performance. 

• They became a way to offload those tasks from CPUs
• The GPU’s advanced capabilities were originally used 

primarily for 3D game rendering. 
• But now those capabilities are being harnessed 

more broadly to accelerate computational workloads 
in areas such as financial modelling, cutting-edge 
scientific research and oil and gas exploration.

Versus
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CPU vs GPU
• If you recall, I said the individual cores in a quad-core 

processor can run multiple instructions at the same 
time, increasing the overall speed for programs.

• In my case 4 cores. Most desktops have 2 - 4 cores but 
you can buy chips with more e.g. 24 cores at a very 
exorbitant price (at the moment)!

• A CPU is designed to maximise the performance of a 
single task within a job; however, the range of tasks is 
wide. 

• On the other hand, a GPU uses thousands of 
smaller and more efficient cores aimed at 
handling multiple functions at the same time.

• You can almost think of a GPU as a specialized CPU 
that’s been built for a very specific purpose. 

• Video rendering is all about doing simple 
mathematical operations over and over again, and 
that’s what a GPU is best at. 

• A GPU will have thousands of processing cores running 
simultaneously. 

• Each core, though slower than a CPU core, 
is tuned to be especially efficient at the basic 
mathematical operations required for video rendering. 

• This massive parallelism is what makes GPUs capable 
of rendering the complex 3D graphics required by 
modern games.

• Source:https://www.maketecheasier.com/difference-between-
cpu-and-gpu/
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Threads / Hyper Threads
• When Intel released the Pentium 4 in 2002 it had just a 

single CPU core, so it could really only perform one task at 
a time—even if it was able to switch between tasks quickly 
enough that it seemed like multitasking. 

• Hyper-threading attempted to make up for that.
• A single physical CPU core with hyper-threading appears 

as two logical CPUs to an operating system.
• In English, although the CPU is still a single CPU, we 

“con” Windows (the operating system) into thinking 
the chip has 2 cores. 

• The CPU pretends it has more cores than it does, and it 
uses its own logic to speed up program execution. 

• In other words, the operating system is tricked into seeing 
two CPUs for each actual CPU core. 

https://www.howtogeek.com/194756/cpu-basics-multiple-cpus-cores-and-
hyper-threading-explained/

CPU vs GPU vs TPU
• A GPU can only do a fraction of the many operations a 

CPU does, but it does so with incredible speed. 
• A GPU will use hundreds of cores to make time-sensitive 

calculations for thousands of pixels at a time, making it 
possible to display complex 3D graphics. 

• However, as fast as a GPU can go, it can only really 
perform “dumb” operations. When we say dumb 
operations, it includes turning pixels on and off and doing 
math such as linear algebra!

• A modern GPU like the Nvidia RTX 2080 Ti has 4352 cores. 
• Thanks to those cores, it can execute 4352 instructions, or 

operations, during one cycle. 
• And when you need to make a screen’s worth of pixels one 

percent brighter, that’s perfect. 
• By comparison, a four-core Intel i5 CPU can only execute 

four simultaneous instructions per cycle.
• However, CPUs are more flexible than GPUs. CPUs have a 

larger instruction set, so they can perform a wider range of 
tasks. 

• CPUs also run at higher maximum clock speeds and are 
capable of managing the input and output of all of a 
computer’s components. 

• For example, CPUs can organize and integrate with virtual 
memory, which is essential for running a modern operating 
system. 

• That’s just not something a GPU can accomplish.
• A tensor processing unit (TPU) is an Artificial 

Intelligence unit developed by Google specifically 
for machine learning. It is not yet commercially 
available. (Watch this space!!!) More on this later.
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Hardware Revolution to IOT
• The hardware explosion is now embedded in almost 

everything we do. 
• Almost every device now has the capability to connect 

to the Internet.
• IOT (The Internet of things)  is the concept of 

basically connecting any device with an on and off 
switch to the Internet (and/or to each other). 

• This includes everything from cellphones, coffee 
makers, washing machines, headphones, lamps, 
wearable devices and almost anything else you can 
think of.  

Threads / Hyper Threads

• People often interchange the words core with that of 
CPU but strictly speaking it is not correct to say so.

• Hyper-threading allows the two logical CPU cores to 
share physical execution resources. 

• This can speed things up somewhat—if one virtual core 
is stalled and waiting, the other virtual core can borrow 
its execution resources. 

• Hyper-threading can help speed your system up, but 
it’s nowhere near as good as having actual additional 
cores.

• So, the Nvidia 1080Ti (now surpassed by the very cool 
2080 TI graphics card)  has 3584 cores, and may run 
up to 16 threads per core simultaneously i.e 16 X 3584  
= 57344 threads! Rock and Roll!!!!

ASIC
• Throughout the course you will hear me talk about 

application-specific integrated circuits (ASIC).
• I’d like you to think of them as dedicated computer 

chips, graphics cards or entire systems which have 
been set up to focus specifically on a task.

• A common implementation of such computers is for 
algorithmic trading.

• To ensure the program can run very fast, it is burnt 
onto a chip rather than programmed as traditional 
software.

• You will see the concept of ASIC’s being used 
increasingly for cryptocurrency mining an artificial 
intelligence.

• A tensor processing unit (TPU) is an AI accelerator 
application-specific integrated circuit (ASIC) developed 
by Google specifically for machine learning.
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IOT (The Internet of things)

• This also applies to components of machines, for 
example a jet engine of an aeroplane or the drill of a 
mining rig. 

• As I mentioned, if it has an on and off switch then 
chances are it can be a part of the IoT.  

• The analyst firm Gartner says that by 2020 there will 
be over 26 billion connected devices.

• That’s a lot of connections (some even estimate this 
number to be much higher, over 100 billion). 

• The IoT is a giant network of connected “things” 
(which also includes people).  

• The relationship will be between people-people, 
people-things, and things-things.
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IOT (The Internet of things)

How Does This Impact You?
• It’s not hard to see how and why the IoT is such a 

hot topic today; it certainly opens the door to a lot of 
opportunities but also to many challenges.

• Security is a big issue that is often brought up. 
• With billions of devices being connected together, 

what can people do to make sure that their 
information stays secure? 

• Will someone be able to hack into your toaster and 
thereby get access to your entire network? 

• The IOT also opens up companies all over the world 
to more security threats. 

• Then we have the issue of privacy and data sharing. 
• This is a hot-button topic even today, so one can 

only imagine how the conversation and concerns will 
escalate when we are talking about many billions of 
devices being connected. 

• Another issue that many companies specifically 
are going to be faced with is around the massive 
amounts of data that all of these devices are 
going to produce. 

• Companies need to figure out a way to store, track, 
analyse and make sense of the vast amounts of data 
that will be generated.

• Yes - you have guessed it, this is where 
big data comes in.
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Big Data 

• It all started with the explosion in the amount of data 
we have generated since the dawn of the digital age. 

• This is largely due to the rise of computers, the 
Internet, the internet of things and technology capable 
of capturing data from the world we live in. 

• Big data is defined as any kind of data source that has 
at least 4 shared characteristics:
 □ Large Volumes of data
 □ High Velocity of data
 □ Wide Variety of data
 □ The Veracity of Data (i.e the uncertainty of the 

types of data) - this has a “big” impact on machine 
learning 

• The picture on the next 2 pages is dated (2015) but 
provides a good overview of the concepts (Source Mckinsey 
(http://www.ibmbigdatahub.com/infographic/four-vs-big-data).

• Big data is important because it enables organizations 
to gather, store, manage, and manipulate vast amounts 
data at the right speed, at the right time, to gain the 
right insights.

• The term “Big Data” may have been around for some 
time now, but there is still quite a lot of confusion about 
what it actually means. 

• In truth, the concept is continually evolving and being 
reconsidered, as it remains the driving force behind 
many ongoing waves of digital transformation, including 
artificial intelligence, data science and the Internet of 
Things. 

• You could say we leave digital footprints with everything 
we do that involves a digital action, which is almost 
everything.

• On top of this, the amount of machine-generated data is 
rapidly growing too.

• Data is generated and shared when our “smart” home 
devices communicate with each other or with their 
home servers.

• Industrial machinery in plants and factories around 
the world are increasingly equipped with sensors that 
gather and transmit data.

• The term “Big Data” refers to the collection of all this 
data and our ability to use it to our advantage across a 
wide range of areas, including business.
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How does Big Data work?

• Big Data works on the principle that the more 
you know about anything or any situation, the 
more reliably you can gain new insights and make 
predictions about what will happen in the future. 

• By comparing more data points, relationships begin 
to emerge that were previously hidden, and these 
relationships enable us to learn and make smarter 
decisions. 

• This is the core foundation of “data science” and 
artificial intelligence techniques are used.  

• Most commonly, this is done through a process that 
involves building models, based on the data 
we can collect, and then running simulations, 
tweaking the value of data points each time and 
monitoring how it impacts our results.

• This is the core foundation of machine learning.   
• This process is automated – today’s advanced analytics 

technology will run millions of these simulations, 
tweaking all the possible variables until it finds 
a pattern – or an insight – that helps solve the 
problem it is working on.

• Until relatively recently, data was limited to 
spreadsheets or databases – and it was all very ordered 
and neat. 

• Anything that wasn’t easily organised into rows and 
columns was simply too difficult to work with and was 
ignored. 

• Now though, advances in storage and analytics mean 
that we can capture, store and work with many 
different types of data. 

• As a result, “data” can now mean anything from 
databases to photos, videos, sound recordings, written 
text and sensor data.

• To make sense of all of this messy data, Big 
Data projects often use cutting-edge analytics 
involving artificial intelligence and machine 
learning. 

• By teaching computers to identify what this data 
represents– through image recognition or natural 
language processing, for example - they can learn 
to spot patterns much more quickly and reliably 
than humans.

Source https://www.bernardmarr.com/default.asp?contentID=766
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Big Data Consequence

• For businesses, the ability to leverage Big Data is going 
to become increasingly critical in the coming years. 

• Those companies that view data as a strategic asset 
are the ones that will survive and thrive. 

• Stupid question, but all this data is going to need a fair 
amount of computer power to process it? Here enters 
Cloud Computing. 

• Note: The word “cloud” is the same as 
saying “internet”.

Source https://www.bernardmarr.com/default.asp?contentID=766

What is cloud computing, in simple terms?

• Cloud computing is the delivery of on-demand 
computing services (from applications to storage and 
processing power) typically over the internet and on a 
pay-as-you-go basis.

• How does cloud computing work?
• Rather than owning their own computing 

infrastructure or data centres, companies can rent 
access to anything from applications to storage from a 
cloud service provider.
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What is cloud computing, in simple terms?

• One benefit of using cloud computing services is that 
firms can avoid the upfront cost and complexity of 
owning and maintaining their own IT infrastructure, and 
instead simply pay for what they use, when they use it.

• In turn, providers of cloud computing services can 
benefit from significant economies of scale by delivering 
the same services to a wide range of customers.

• Cloud computing services cover a vast range of options 
including renting hardware to run websites to renting 
programs like “Excel” and using over the net rather than 
having it loaded on your hard drive.

• It also includes storage (like Dropbox), networking, and 
processing power through to standard office applications 
and dedicated servers for artificial intelligence. 

• Pretty much any service that doesn’t require you to be 
physically close to the computer hardware that you are 
using can now be delivered via the cloud.

• Cloud computing underpins a vast number of services.
• That includes consumer services like Gmail or the cloud 

back-up of the photos on your smartphone, though to 
the services which allow large enterprises to host all 
their data and run all of their applications in the cloud. 

• Netflix relies on cloud computing services to run its  
video streaming service and its other business systems 
too, and have a number of other organisations.

• Cloud computing is becoming the default option for 
many apps: software vendors are increasingly offering 
their applications as services over the internet rather 
than standalone products as they try to switch to a 
subscription model. 

• However, there is a potential downside to cloud 
computing, in that it can also introduce new costs and 
new risks for companies using it.

• A fundamental concept behind cloud computing is that 
the location of the service, and many of the details 
such as the hardware or operating system on which it is 
running, are largely irrelevant to the user.

• It’s with this in mind that the metaphor of the cloud 
was borrowed from old telecoms network schematics, 
in which the public telephone network (and later the 
internet) was often represented as a cloud to denote 
that the underlying technologies were irrelevant.

SOURCE CLoud: https://www.zdnet.com/article/what-is-cloud-computing-everything-
you-need-to-know-from-public-and-private-cloud-to-software-as-a/
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SOURCE CLoud: https://www.zdnet.com/article/what-is-cloud-computing-everything-
you-need-to-know-from-public-and-private-cloud-to-software-as-a/

How important is the cloud?
• Building the infrastructure to support cloud computing 

now accounts for more than a third of all IT spending 
worldwide, according to research from IDC. 

• Meanwhile spending on traditional, in-house IT 
continues to slide as computing workloads continue to 
move to the cloud, whether that is public cloud services 
offered by vendors or private clouds built by enterprises 
themselves.

• 451 Research predicts that around one-third of 
enterprise IT spending will be on hosting and cloud 
services this year (2018) “indicating a growing reliance 
on external sources of infrastructure, application, 
management and security services”. 

• Analyst Gartner predicts that half of global enterprises 
using the cloud now will have gone all-in on it by 2021.

• Cloud computing can be broken down into 3 cloud 
computing models. 
1. Infrastructure-as-a-Service (IaaS) refers to the 

fundamental building blocks of computing that can 
be rented: 

 □ Physical or virtual servers, storage and networking. 
 □ This is attractive to companies that want to build 

applications from the very ground up and want to 
control nearly all the elements themselves, but it 
does require firms to have the technical skills to be 
able to orchestrate services at that level. 

2.  Platform-as-a-Service
 □ Platform-as-a-Service (PaaS) is the next layer up. 

It includes the underlying storage, networking 
and virtual servers but also includes the tools and 
software that developers need to build applications

 □ This could include middleware, database 
management, operating systems, and development 
tools.

3. Software-as-a-Service (SaaS)
 □  Software-as-a-Service (SaaS) is the delivery of 

applications-as-a-service, probably the version of 
cloud computing that most people are used to. 

 □ The underlying hardware and operating system 
is irrelevant to the end user, who will access the 
service via a web browser or app; it is often bought 
on a per-seat or per-user basis.

 □ Customer relationship management (CRM) 
applications and enterprise resource management 
(ERM) applications will account for more than 60% 
of all cloud applications spending through to 2021.
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SOURCE CLoud: https://www.zdnet.com/article/what-is-cloud-computing-everything-
you-need-to-know-from-public-and-private-cloud-to-software-as-a/

Which are the big cloud computing companies?
• When it comes to IaaS and PaaS there are really only a 

few giant cloud providers. Leading the way is Amazon 
Web Services, and then the following pack of Microsoft's 
Azure, Google, IBM, and Alibaba. 

• Google Drive is a pure cloud computing service, with all 
the storage found online so it can work with the cloud 
apps: Google Docs, Google Sheets, and Google Slides. 

• Google Drive is also available on more than just desktop 
computers; you can use it on tablets like the iPad or on 
smartphones, and there are separate apps for Docs and 
Sheets, as well. 

• In fact, most of Google’s services could be considered 
cloud computing: Gmail, Google Calendar, Google Maps, 
and so on.

• Apple iCloud service is primarily used for online storage, 
backup, and synchronization of your mail, contacts, 
calendar, and more. 

What is public cloud?
• Public cloud is the classic cloud computing model, 

where users can access a large pool of computing 
power over the internet (whether that is IaaS, PaaS, or 
SaaS).

• One of the significant benefits here is the ability to 
rapidly scale a service. 

• The cloud computing suppliers have vast amounts of 
computing power, which they share out between a large 
number of customers.

• Their huge scale means they have enough spare 
capacity that they can easily cope if any particular 
customer needs more resources, which is why it is 
often used for less-sensitive applications that demand a 
varying amount of resources. 

What is private cloud?
• Private cloud allows organisations to benefit from the 

some of the advantages of public cloud but without 
the concerns about relinquishing control over data and 
services, as it is behind a corporate firewall. 

• Companies can control exactly where their data is being 
held and can build the infrastructure in a way they want  
to give developers access to a pool of computing power 
that scales on-demand without putting security at risk.

• However, that additional security comes at a cost, as 
few companies will have the scale of AWS, Microsoft or 
Google, which means they will not be able to create the 
same economies of scale. 
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What is hybrid cloud?
• Hybrid cloud is perhaps where everyone is in reality: a 

bit of this, a bit of that. 
• Some data in the public cloud, some projects in private 

cloud, multiple vendors and different levels of cloud 
usage. 

• According to research by TechRepublic, the main 
reasons for choosing hybrid cloud include disaster 
recovery planning and the desire to avoid hardware 
costs when expanding their existing data centrer.

Changing the way databases work

• The convergence of technologies and cheaper 
hardware has also had a big influence on the concept 
of databases.

• Databases have a long history but the most common 
database you would come across from the 70s was a 
data base referred to as a relational database.

• Developed by IBM in the 1970s, a relational database 
consists of two or more tables with columns and rows.

• Exactly the same as Excel rows and columns, 
however in database terminology we referred to 
a row as a record and a column as a field.

• Each row represents an entry, and each column sorts a 
very specific type of information, like a name, address, 
and phone number. 

• These rows and columns make up a table (just the 
same as an Excel spreadsheet.

• The relationship between tables and field types is 
called a schema.

• In a relational database, the schema must be clearly 
defined before any information can be added. For a 
relational database to be effective, the data you’re 
storing in it has to be structured in an organized way. 

• A feature of traditional databases is that there is No 
duplication of data. 

• Please remember that data storage was very 
expensive and if you have multiple copies of the same 
data in a database, it is considered as wasteful. 

• The reason why is that if you update this data it means 
that you have to update it in numerous places to 
create consistency.

• Reduced duplication of data in database can be 
achieved by normalization.

https://www.3pillarglobal.com/insights/short-history-databases-rdbms-nosql-beyond?cn-
reloaded=1



Notes

37Geometric Progression Copyright © All rights Reserved

Changing the way databases work

• The language used to Create, Read, Update and Delete 
records in a database (CRUD) is called Structured 
Query Language (SQL) is a programming language 
used by database architects to design relational 
databases. 

• In an SQL database like MySQL, Microsoft SQL Server, 
Sybase, Oracle, or IBM DM2, SQL executes queries, 
retrieves data, and edits data by updating, deleting, or 
creating new records. 

• Many of the rules were developed because databases 
had limited RAM and storage space and getting extra 
RAM and storage space was very expensive and quite 
limited by hardware at the time.

NOSQL
• With the advent of big data and the fact that storage 

space on a computer became incredibly cheap, we 
decided to challenge existing rules (especially the 
issue of duplicating data). 

• Enter non-relational databases, which offer much 
greater flexibility than their traditional counterparts. 

• Think of non-relational databases more like file folders, 
assembling related information of all types. 

• Apps like chats such as “What’s app” give you instant 
response due to NoSQL databases (e.g MongoDB).

• Duplication is common!
• If you stored information for a chat program for 

“What’s App” in SQL database that had “complex joins 
between tables” and did not allow for duplication, 
it would take make longer to send and receive the 
“chats”.

• NoSQL differs from classical RDBMS in some significant 
aspects, most notably because they do not use SQL as 
their primary query language, instead providing access 
by means of Application Programming Interfaces 
(APIs).

• The reason behind such a big switch or in other words 
the advantages of NoSQL are the following:
 □ High scalability
 □ Distributed Computing
 □ Lower cost
 □ Schema flexibility
 □ Un/semi-structured data
 □ No complex relationships.

https://www.3pillarglobal.com/insights/short-history-databases-rdbms-nosql-beyond?cn-
reloaded=1
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DevOps & DataOps & Agile

• Let us introduce some jargon to explain some 
concepts:

• The Agile Method is a particular approach to project 
management that is utilised in software development. 

• This method assists teams in responding to the 
unpredictability of constructing software. 

• It uses incremental, iterative work sequences that are 
commonly known as sprints.

• A sprint is a period of time allocated for a particular 
phase of a project. 

• Sprints are considered to be complete when the time 
period expires. 

DevOps & DataOps & Agile

• There may be disagreements among the members 
of the team as to whether or not the development is 
satisfactory; however, there will be no more work on 
that particular phase of the project. The remaining 
phases of the project will continue to develop within 
their respective time frames.

• Scrum is a subset of Agile. It is a lightweight process 
framework for agile development, and the most widely-
used one.

• DevOps is a new term emerging from the collision of 
two major related trends. 
 □ The first was also called “agile infrastructure” or 

“agile operations”; it sprang from applying Agile and 
Lean approaches to operations work.  

 □ The second is a much expanded understanding of 
the value of collaboration between development 
and operations staff throughout all stages of the 
development lifecycle when creating and operating a 
service, and how important operations has become 
in our increasingly service-oriented world.

• DevOps is the practice of operations and development 
engineers participating together in the entire service 
lifecycle, from design through the development process 
to production support. 

• DataOps is a recent term surfacing around the 
development in big data and analytics (especially 
with AI). 

SOURCE CLoud: https://www.zdnet.com/article/what-is-cloud-computing-everything-
you-need-to-know-from-public-and-private-cloud-to-software-as-a/
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 DataOps 
• As businesses churn out more and more data every 

day, the emergence of a new set of best practices has 
been helping to improve the coordination between the 
analysis of this data and the general operation of a 
business. 

• Many of these Big Data systems were pioneered by 
Google.

• Another notable pioneer in the space was Amazon, 
which created an innovative distributed key/value 
store called Dynamo. 

• The open source community responded in the 
years following with Hadoop, HBase, MongoDB, 
Cassandra, RabbitMQ, and countless other 
projects.

• Since a big focus of artificial intelligence is to 
process big data, cloud computing is taking off for 
this field.

• In other words we can outsource the computing 
requirements to process the data to the cloud!

• We will look at cloud AI implementations with 
Microsoft Azure later in the course.

https://medium.com/data-ops/2017-the-year-of-dataops-b2023c17d2af
https://theagileadmin.com/what-is-devops/
https://linchpinseo.com/the-agile-method/

Confluence of circumstances

• Demand to get something meaningful out of Big Data 
meant companies were open to new ways of making 
use of their data (enter AI).

• Thanks in large part to the gaming world, optimised 
computing power for AI (in the form of GPUs and now 
TPU’s) have become readily available. 

• GPUs perform matrix multiplication must faster than 
traditional CPUs, which means machine learning and 
deep learning models can perform much faster. 

• There is a low barrier to entry to develop AI 
solutions, but it requires a high level of technical 
knowledge. 

• This is an important difference from Mobile Apps, which 
also have a low barrier to develop. 

• Where App Stores are marred by numerous “crappy 
apps”, unless you are a serious developer with access 
to significant data, you won’t be able to do much with 
AI. 

• As a result, the average AI app will be higher 
quality.
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by Gregory Piatetsky-Shapiro

Dodgy Diagrams and definitions
• The concept of artificial intelligence has expanded 

over the years; you going to see numerous different 
definitions (as we have already looked at).

• The important thing to recognise is that artificial 
intelligence is a confluence of many ideas and 
topics.

• The diagram above is an attempt (not necessarily 
a good one) to show how all of these concepts fit 
together and converge.  

• If you do any studying with respect to artificial 
intelligence you’ll come across the words “data 
science”, so exactly what is it?

• Data Science can loosely be described a way to 
obtain useful insights to data. The foundation of 
data science analyses data based on four categories 
namely:
 □ Descriptive - What happened?
 □ Diagnostic - Why did it happen?
 □ Predictive - What will happen?
 □ Prescriptive - What should I do about it?
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Data Science and algorithms
• The foundation mathematics and statistics coming 

from  data science is what is used to write programs to 
implement AI.

• Although many would say that artificial intelligence is 
a subset of data science, it would probably be more 
correct to say that they share many concepts.

• I like to think of data science as one of the tools 
you need to understand to implement artificial 
intelligence. 

• Many fields fall under the umbrella of AI, such as 
computer vision, robotics, machine learning, Deep 
learning and natural language processing (NLP).

• Its foundations include mathematics, logic, philosophy, 
probability, linguistics, neuroscience, and decision 
theory - many of these concepts are also encapsulated 
in Data science. 

• We often refer to the person who is implementing 
artificial intelligence techniques such as machine 
learning as being a data scientist.

Jargon - Programs & algorithms
• When we say “program” or “code” or “programming 

syntax”, it simply refers to the instructions we give to a 
computer. The good news is that it is in English and is 
made up of commands (instructions) that we refer to as 
the programming syntax.

• These commands are simple and are often the same 
for most different programming languages such as 
Python,Java, C++,Javascript, C# ETC.

• There maybe 5 instructions contained in a program, 
maybe 5,000, maybe 5 million. 

• Each instruction is telling the computer to do 
something very small, but very specific and the art of 
programming is to take a larger idea and break it 
apart into these individual steps. 

• In programming languages we write these instructions 
by writing what are called statements. 

• A program is just a series of statements (written 
using English words) that we give to a computer.  

• When you write a program that produces a desired 
result, we refer to it as an algorithm.

• An algorithm is just like a recipe that you follow when 
you bake a cake. 

• A model is just a fancy word for recipe or algorithm. If 
you follow the recipe precisely you will get a consistent 
and desired result every single time.
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AI vs Machine Learning vs Deep Learning

• At its core, machine learning is simply a way of 
achieving AI.

• Arthur Samuel coined the phrase “machine learning” 
in 1959, defining it as, “the ability to learn without 
being explicitly programmed.” 

• You can get AI without using machine learning, but 
this would require building millions of lines of code with 
complex rules and decision-trees.

AI vs Machine Learning vs Deep Learning

• You can think of deep learning, machine learning and 
artificial intelligence as a set of Russian dolls nested 
within each other, beginning with the smallest and 
working out. 

• Deep learning is a subset of machine learning, and 
machine learning is a subset of AI, which is an umbrella 
term for any computer program that does something 
smart. 

• In other words, all machine learning is AI, but not 
all AI is machine learning.

• Usually, when people use the term deep learning, they 
are referring to deep artificial neural networks, 
and somewhat less frequently to deep reinforcement 
learning. (More on this later).

https://www.forbes.com/sites/bernardmarr/2016/12/06/what-is-the-difference-between-
artificial-intelligence-and-machine-learning/#26f661a2742b
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Machine learning

• Fintech Firms have welcomed that the advent of 
machine learning (and the subset of machine learning 
being deep learning).

• In fact, many of the Fintech applications almost 
exclusively used machine learning.

• For the remainder of this course, I would like you to 
think of deep learning as a type of machine learning.

• Therefore when I simply say machine learning  as a 
generalised concept it would also include the concept 
of deep learning.

• Contrary to popular belief, machine learning is not 
a magical box, nor is it the reason for substantial 
investment into VC funding. 

• At its core, machine learning is just a “thing 
labeller”, taking your description of something and 
telling you what label it should get. 

• It’s phenomenally useful, but not as sci-fi as it sounds.
• So what is the big deal? Well, what do you see in the 

photo?

• You just took in some pretty complex data through your 
senses and, as if by magic, you labelled it ‘dog.’ 

• How about if we wanted a computer to do the same 
task, to classify (label) photos as dog/not-dog?

• How about these?
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Machine learning
• Your brain had the benefit of eons of evolution and now 

it just works, you don’t even know how it does it. 
• Imagine trying to program this!
• That recipe is pretty hard to come up with.
• Wouldn’t it be better if you could just say to the 

computer, “Here, look at a bunch of examples of dogs, 
look at a bunch of examples of not-dogs, and just 
figure it out yourself”? 

• That is the essence of machine learning. 
• It is a completely different programming paradigm. 
• Now, instead of giving explicit instructions, you program 

with examples and the machine learning algorithm 
finds patterns in your data and turns them into 
those instructions you couldn’t write yourself. 

• Why is that exciting? This is about expressing our 
wishes to computers in a way we couldn’t before. 

• Effectively, it is sort of like giving a computer output 
(the picture) with the required input (the concept of the 
dog) and generating a mathematical algorithm that 
can create the link between the picture and identify the 
dog.

• Machine learning is about automating the things we 
can’t express in words or programs we write.

• They’re about explaining yourself using examples 
instead of instructions. 

• This unlocks a huge class of tasks that we couldn’t 
get computers to help us with in the past because we 
couldn’t express the instructions. 

• Now all of these tasks become possible — machine 
learning represents a fundamental leap in human 
progress.

• Data scientists use many different kinds of machine 
learning algorithms to discover patterns in big data that 
lead to actionable insights. 

• At a high level, these different algorithms can 
be classified into two groups based on the way 
they “learn” about data to make predictions: 
supervised and unsupervised learning.

• You will also hear of another type of learning called 
reinforcement learning which is often bundled with 
unsupervised learning.

• Supervised machine learning is the more commonly 
used between the two. 

• Supervised learning is so named because the data 
scientist acts as a guide to teach the algorithm 
what conclusions it should come up with. 

https://hackernoon.com/the-simplest-explanation-of-machine-learn-
ing-youll-ever-read-bebc0700047c
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Supervised and unsupervised learning

• It’s similar to the way a child might learn arithmetic 
from a teacher. 

• Supervised learning requires that the algorithm’s 
possible outputs are already known and that the data 
used to train the algorithm is already labelled with 
correct answers. 

• For example, a classification algorithm will learn to 
identify animals after being trained on a dataset of 
images that are properly labelled with the species of the 
animal and some identifying characteristics.

• On the other hand, unsupervised machine learning is 
more closely aligned with what some call true artificial 
intelligence — the idea that a computer can learn to 
identify complex processes and patterns without a 
human to provide guidance along the way. 

• While a supervised classification algorithm learns 
to ascribe inputted labels to images of animals, 
its unsupervised counterpart will look at inherent 
similarities between the images and separate them into 
groups accordingly, assigning its own new label to each 
group.

• In a practical example, this type of algorithm is useful 
for customer segmentation because it will return 
groups based on parameters that a human may not 
consider due to pre-existing biases about the company’s 
demographic.

• Many commonly used machine learning algorithms 
actually fall into the category of semi-supervised 
learning. These problems sit in between both 
supervised and unsupervised learning.

• A good example is a photo archive where only some of 
the images are labelled, (e.g. dog, cat, person) and the 
majority are unlabelled.

• Choosing to use either a supervised or unsupervised 
machine learning algorithm typically depends on factors 
related to the structure and volume of your data and 
the use case of the issue at hand. 

• A well-rounded data science program will use both 
types of algorithms to build predictive data models that 
help stakeholders make decisions across a variety of 
business challenges.
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https://hackernoon.com/the-simplest-explanation-of-machine-learning-youll-ever-read-
bebc0700047c

Data mining vs Machine Learning

• Data mining is the discovery of patterns in data. 
• Data mining is the subset of business analytics 

and effectively a subset of data science!
• Data mining isn’t a new invention that came with the 

digital age. 
• The concept has been around for over a century, but 

came into greater public focus in the 1930s.
• Today, data mining often uses some “machine 

learning” algorithms and hence the words are often 
interchanged, however it would be incorrect to do so.

• Reciprocally, some would say that machine learning 
makes use of data mining principles.  

• There are many different applications of data mining, 
with new applications being discovered all the time.

• Data mining is part of algorithms, statistics, 
engineering, optimisation, and computer science. 

• Data mining can be used for a variety of purposes, 
including financial research. 

• Investors might use data mining and web scraping (web 
scraping refers to automatically getting information 
from the web to use in a program) to look at a start-
up’s financials and help determine if they want to offer 
funding. 

• A company may also use data mining to help collect 
data on sales trends to better inform everything from 
marketing to inventory needs, as well as to secure new 
leads.

• Data mining and expert systems go hand in hand.
• Think of data mining as the algorithms that are used 

to create the so-called expert system that will give you 
an answer as to whether you qualify for a loan within 
seconds.

• The concept of expert systems and data mining require 
data which is passed through an algorithm which in 
turns produces a result.

• Many analysis problems and systematic tasks can 
be solved with expert systems.

• Although it might appear that the computer can think - 
it can’t it is just processing a program!

• Data mining can also be linked to the review of 
transactions such that if you book a flight, it will flag a 
help desk person to contact you to find out if you would 
like travel insurance.
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https://www.datascience.com/blog/supervised-and-unsupervised-machine-learning-algorithms

Data mining vs Machine Learning

• Both data mining and machine learning draw from 
the same foundation, but in different ways. 

• A data scientist uses data mining to analyse existing 
information to look for emerging patterns that can help 
shape our decision-making processes.

• Machine learning can look at patterns and learn from 
them to adapt behaviour for future incidents, while 
data mining is typically used as an information 
source for machine learning to pull from.

• This will become more obvious with examples 
later in the course.

Don’t get hung up
• The important thing I want to point out is not to get 

hung up by the jargon.
• People often use the words machine learning and data 

mining interchangeably.
• Ultimately they have the same goal which is to analyse 

data and make predictions.
• Likewise, you will often hear of people using the words 

machine learning, deep learning, neural nets and 
artificial intelligence interchangeably.

Machine learning - many algorithms.

• “Machine learning” is an umbrella term covering lots 
of  different kinds of algorithms to produce the desired 
result. In other words it is not one program but 
many!

• You can think of the word machine learning like a car.
• If you just wanted a car for everyday use would get a 

sedan. 
• However if you wanted a car that can drive up steep 

mountain pass you would need a 4x4 car! 
• If you wanted to travel at high speed you would need 

a sports car! 
• I think you are getting the picture!
• With data, it is the same.
• We often want to get different things from different 

types of data and hence we have to apply the 
appropriate machine learning algorithm to 
produce the desired result.

• For example, one kind of algorithm is a classification 
algorithm. 

• It can put data into different groups. 



Cleaning Data

• On a side note, one of the hardest and most 
boring processes you are going to have to do 
when performing machine learning is sourcing 
good data that your program/model can learn 
from.

• Although this sounds quite easy, it is desperately 
boring. The good news is that there is a large open 
source community where you can source data and post 
good clean data.

• Please remember that just as you as a child you 
were constantly taught what different things were 
in painstaking detail, we have to do the same for 
computers. 

• The more data you feed it, the better and more accurate 
the model. Check out Kaggle: https://www.kaggle.com/ 
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Machine learning - many algorithms.

• The same classification algorithm used to recognise 
handwritten numbers could also be used to classify 
email into spam and not-spam without changing a line 
of code. 

• It’s the same algorithm but it’s fed different training 
data so it comes up with different classification logic.

• This algorithm  would however not be used to predict 
house prices if interest rates went up. 

• As a data scientist is your responsibility to establish 
which program to use to solve the problem.

• Coming back to the analogy, you don’t want to use a 
sedan on 4x4 terrain!

• Therefore choosing the correct algorithm to resolve the 
problem is quite important.

• Scikit-learn is an open source algorithm which allows 
you to run a whole host of different machine learning 
algorithms such as classification, regression, 
clustering etc (we will discuss these types).

• On their website they have this picture below to help a 
data scientist determine which program to apply to the 
problem they need to solve.
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The Big Surprise
• I originally started studying artificial intelligence (in 

particular machine learning) in order to improve my 
algorithms for independent algorithmic trading.

• In English this just means that I am using computer 
algorithms to find patterns in trade and corporate data  
in the hope of making lots of money!

• When I started investigating the concept of machine 
learning I realised that the mathematics I studied 
at university (and beyond) for pricing financial 
instruments, performing portfolio optimisation and 
reducing the complexity of the overwhelming trade 
data by doing something called a principal components 
analysis, the mathematics was identical to that which 
is being used for all of the so-called complex machine 
learning algorithms.

• Suddenly I realised it is not complex at all. Once 
you have overcome the jargon it is surprisingly 
simple.

• Furthermore, it became obvious that at the heart  of 
many AI algorithms was something called linear 
regression. 

• The data scientist uses linear regression and adds a 
significant amount of jargon.

• Even the most complex of deep learning algorithms 
such as neural networks makes use of linear regression 
as part of finding the solution. (Admittedly, we add 
more to it in the form of what we call activation 
functions for deep learning)

• Suddenly, I realised that implementing machine learning 
is not as hard as I originally anticipated.

Geometric Progression
Creative Disruption

Machine Learning
by

 Mark Raffaelli CFA, FRM
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Why Use Machine Learning?

• Consider how you would write a spam filter using 
traditional programming techniques.

1. First you would look at what spam typically looks like. 
You might notice that some words or phrases (such as  
“credit card,” “free,” and “amazing”) tend to come up a 
lot in the subject. Perhaps you would also notice a few 
other patterns in the sender’s name, the email’s body, 
and so on.

2. You would write a detection algorithm for each of the 
patterns that you noticed, and your program would flag 
email as spam if a number of these patterns are de-
tected.

3. You would test your program, and repeat steps 1 and 2 
until it is good enough.

• Since the problem is not trivial, your program will likely 
become a long list of complex rules which can be hard 
to maintain.

• In contrast, a spam filter based on Machine Learning 
techniques automatically learns which words and 
phrases are good predictors of spam by detecting 
unusually frequent patterns of words in the spam 
examples compared to the ham examples.

•  The program is much shorter, easier to maintain, and 
most likely more accurate.

Traditional Approach
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Machine Learning 
Approach

• More importantly, if spammers notice that all their 
emails containing the word “amazing” is blocked, they 
might start writing “fantastic” instead. 

• A spam filter using traditional programming techniques 
would need to be updated to flag the new word 
“fantastic”.

• If spammers keep working around your spam filter, you 
will need to keep writing new rules forever.

• In contrast, a spam filter based on Machine Learning 
techniques automatically notices that “fantastic” 
has become unusually frequent in spam flagged by 
users, and it starts flagging them without your 
intervention.
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Types of Machine Learning Systems

• We know that there are many different types of 
Machine Learning systems. It is useful to classify them 
in broad categories based on:

1. Whether or not they are trained with human 
supervision (supervised, unsupervised, semi-
supervised, and Reinforcement Learning)

2. Whether or not they can learn incrementally on the fly 
(online versus batch learning). 
 □ In batch learning, the system is incapable of 

learning incrementally: it must be trained using 
all the available data. 

 □ This will generally take a lot of time and computing 
resources, so it is typically done offline. 

 □ First the system is trained, and then it is launched 
into production and runs without learning anymore; 
it just applies what it has learned. 

 □ This is called offline learning.  
 □ In online learning, you train the system 

incrementally by feeding it data instances 
sequentially, either individually or by small groups 
called mini-batches. 

 □ Each learning step is fast and cheap, so the system 
can learn about new data on the fly, as it arrives.

 □ NOTE: This whole process is usually done 
offline (i.e not on the live system), so online 
learning can be a confusing name. Think of it 
as incremental learning.

3. Whether they work by simply comparing new data 
points to known data points (supervised), or instead 
detect patterns in the training data and build a 
predictive model (unsupervised), much like scientists 
do you will hear of instance-based versus model-based 
learning.
 □ Instance-based learning is possibly the most trivial 

form of learning is simply to learn by heart. 
 □ If you were to create a spam filter this way, it would 

just flag all email that is identical to email that 
have already been flagged by users — not the worst 
solution, but certainly not the best.

 □ The system learns the examples by heart, then 
generalises to new cases using a similarity measure.

 □ Model-based learning is another way to generalise 
from a set of examples whereby you build a model 
of these examples, then use that model to make 
predictions.
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Supervised Learning
• In supervised learning, the training data you feed to 

the algorithm includes the desired solutions, called 
labels.

• A typical supervised learning task is classification. 
• The spam filter is a good example of this: it is trained 

with many example email along with their class (spam 
or ham), and it must learn how to classify new email.

• Another typical task is to predict a target numeric 
value, such as the price of a car, given a set of features 
(kilometres, age, brand, etc.) called predictors. 

• This sort of task is called regression.
• To train the system, you need to give it many examples 

of cars, including both their predictors and their labels 
(i.e their prices).

• Here are some of the most important supervised 
learning algorithms:
 □ Linear Regression
 □ Logistic Regression
 □ k-Nearest Neighbours
 □ Decision Trees and Random Forests
 □ Support Vector Machines (SVMs)
 □ Neural networks (this is often more commonly 

associated with unsupervised deep learning.) 
• Please remember that the criteria defining 

supervised versus unsupervised and 
reinforcement learning are not exclusive; you can 
combine them in any way you like.

• In Machine Learning an attribute is a data type 
(e.g “Kilometres”), while a feature has several 
meanings depending on the context, but generally 
means an attribute plus its value (e.g., “Kilometres 
= 15,000”). Many people use the words attribute and 
feature interchangeably, though.

Unsupervised learning
• In unsupervised learning, as you know, the system 

tries to learn without a teacher.
• It is which is called “unsupervised” because you start 

with unlabelled data.
• Here are some of the most important unsupervised 

learning algorithms:
 □ Clustering e.g. k-Means, Hierarchical Cluster 

Analysis (HCA) etc.
 □ Visualization and dimensionality reduction e.g. 

Principal Component Analysis (PCA), singular value 
decomposition (SVD) etc.
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Unsupervised learning

• It is important for me to point out that we as humans 
are not as good as computers at looking for patterns 
in data.

• As a result, we let the computer find the patterns for 
us and group them into meaningful clusters.

• For example, clustering a dataset into groups is a type 
of unsupervised learning. 

• “Clustering” transforms your sequence of datapoints 
into a sequence of cluster labels. 

• If it learns 10 clusters, it’s common for these labels to 
be the numbers 1-10. 

• Each datapoint will get assigned to a number based 
on which cluster it is in.

• Thus, your dataset turns from a bunch of datapoints 
into a bunch of labels. 

• Why are the labels numbers? The algorithm doesn’t 
tell us what the clusters are. 

• How could it know? It just says “Hey scientist!... I 
found some structure. 

• It looks like there are some groups in your data. Here 
they are!”.

• A data science team reduces the noise and complexity 
of large amounts of data by finding the largest 
contributors to the output.

• We refer to this in Math as reducing the number of 
dimensions.

• This method makes heavy use of linear algebra and 
relatively complex mathematics 

• For example, you can summarise the largest 
movements in the ALSI index by looking at only a few 
shares - this would be an example of dimensionality 
reduction. 

• Therefore, if you are replicating the benchmark index 
such as the FTSE, DJI etc, you can use an optimum 
minimum number of shares to match the risk and 
return of the index!  

• Interestingly enough, for fraud detection these 
methods are excellent.

• Again, as humans, if we are trying to hide things 
by mixing them up into what we believe is a 
random order, without realising it, we often 
create a pattern that is not random.

• Although we as humans don’t see the pattern as easily, 
computers can!
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Data Preprocessing
• We will be referencing the diagram above on numerous 

occasions. Do you notice that it starts with sourcing 
and cleaning data. 

• Your machine learning tools are as good as the quality 
of your data.

• I am sure you know the saying:”Garbage In Garbage 
Out (GIGO)”.

• Data preprocessing is a data mining technique 
that involves transforming raw data into an 
understandable format. 

• Real-world data is often incomplete, inconsistent, and/
or lacking in certain behaviours or trends, and is likely 
to contain many errors. 

• Data preprocessing is a proven method of resolving 
such issues.

• Just like medical professionals getting a patient 
prepped for surgery so is data preprocessing, it 
prepares raw data for further processing. 

• Since some data sets are incomplete (missing values) 
you will often have to fill in the blanks. We can even 
use some machine learning techniques such as K 
nearest neighbours to do this!

• In this case, the missing values are populated with the 
most likely values based on a algorithm.  

• This process is called “imputting” the missing data.
• Likewise, you may need to “Normalise” the data.
• When your data is comprised of attributes with 

varying scales, many machine learning algorithms 
can benefit from re-scaling the attributes to all 
have the same scale. Often this is referred to as 
normalization and attributes are often re-scaled into 
the range between 0 and 1.

https://medium.com/datadriveninvestor/machine-learning-ml-data-preprocessing-5b346766fc48

The Machine 
Learning Process
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Data Preprocessing

• Standardisation is a useful technique to transform 
attributes which have different averages means and 
standard deviations.

• To standardise the data would be convert it to a mean 
of 0 and a standard deviation of 1.

• In other words we express every value in terms of how 
many standard deviations it is away from the 
average (up or down).

• Strictly speaking this only works when you have many 
datapoints and the data is “normally” distributed.

• Binarise Data (make Binary) is where you transform 
your data using a binary threshold. 

• All values above the threshold are marked 1 and all 
equal to or below are marked as 0.

• This is called binarising your data or threshold your 
data. 

• Sometimes our data is in qualitative form, that is we 
have text as our data. 

• Unfortunately, it gets complicated for machines to 
understand text and process them.

• Therefore, we have to encode the categorical data.
• For example, for the Gender column below, instead of 

showing “Male” and “Female” we could convert this to 
numbers whereby 1 = “Male” and 0 = “Female”.

• The process whereby we convert text inputs to 
numbers is often referred to as “OneHotEncoding”.

https://medium.com/datadriveninvestor/data-preprocessing-for-machine-learning-188e9eef1d2c

• Other processes include:
 □ Data integration: using multiple databases, data 

cubes, or files.
 □ Data reduction: reducing the volume of data but 

producing the same or similar analytical results.
 □ Data discretisation: part of data reduction, 

replacing numerical attributes with grouped ones. 
• As already mentioned, the process of cleaning and 

preparing data is extensive and is an important 
component of machine learning.



Notes

58Geometric Progression Copyright © All rights Reserved

Parametric vs Non-Parametric Learning

• We have divided our machine learning algorithms 
into two groups, supervised and unsupervised 
(reinforcement learning is often treated as a 
subcategory of unsupervised learning). 

• We can further divide the same machine learning 
algorithms into two groups namely: parametric and 
non-parametric. 

• So, if we think about our little machine learning cloud, 
it has two settings:

• As you can see, we really have four different types of 
algorithm to choose from.

• An algorithm is either unsupervised or supervised and 
it is either parametric or nonparametric. 

• Note: programmers refer to parameters as inputs (or 
arguments). For example to work out the square of 
a number, you must give it an number i.e. an input / 
parameter/argument.

• Parametricism is about the way the learning is stored 
and often by extension, the method for learning. 

• A parametric model is characterised by having a fixed 
number of parameters whereas a non-parametric 
model’s number of parameters is infinite (determined 
by data).

“Grokking Deep Learning” by Andrew Trask
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Supervised Parametric Learning

• Supervised parametric learning machines are 
machines with a fixed number of knobs (that’s the 
parametric part), wherein learning occurs by turning 
the knobs. 

• Input data comes in, is processed based on the angle 
of the knobs, and is transformed into a prediction.

• Learning is accomplished by turning the knobs to 
different angles. 

• If we're trying to predict the probability that the 
Springboks will win the World Cup, then this model 
would first take data (such as sports stats like win/
loss record or average number of passes) and make a 
prediction (such as 98% chance). 

• Next, the model would observe whether or not the 
Springboks actually won. 

• After it knew whether they won, our learning algorithm 
would update the knobs to make a more accurate 
prediction the next time it sees the same/similar input 
data.

• Perhaps it would “turn up” the “win/loss record” knob if 
the team’s win/loss record was a good predictor. 

• Inversely, it might turn down the “average number of 
passes” knob if that datapoint wasn’t a good predictor. 

• This is how parametric models learn!
• Note that the entirety of what the model has learned 

can be captured in the positions of the knobs at any 
given time. 

• One can also think of this type of learning model as a 
search algorithm.

• We are “searching” for the appropriate knob 
configuration by trying configurations, adjusting them, 
and retrying.

• When there is an arbitrary (but fixed) number of knobs 
to turn, then it requires some level of searching to find 
the optimal configuration. 

“Grokking Deep Learning” by Andrew Trask
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Unsupervised Parametric Learning
• With non-parametric learning, which is often 

“count” based it “adds new knobs” when it finds 
something new to count. 

• Remember that unsupervised learning is all about 
grouping your data. 

• Unsupervised parametric learning uses knobs to group 
your data. 

• However, in this case, it usually has several knobs for 
each group, each that maps your input data's affinity 
to that particular group. 

• In the dataset on below, I have identified 3 clusters in 
the data that we might want our model to find. 

• I identified them via formatting as group 1, group 2, 
and group 3. 

• Let’s propagate our first datapoint through a trained 
unsupervised model below. Notice that it maps most 
strongly to group one.  

• Each group’s machine attempts to transform the input 
data to a number between 0 and 1, telling us the 
probability that the input data is a member of that 
group. 

• There is a great deal of variety in how these models 
train and their resulting properties, but at a high level 
they adjust parameters to transform your input data 
into its subscribing group(s).

Non-Parametric Learning

• Non-Parametric learning is a class of algorithm wherein 
the number of parameters is based on the data 
(instead of predefined) and the algorithm adjusts / 
determines the parameters based on the dataset.

“Grokking Deep Learning” by Andrew Trask



Notes

61Geometric Progression Copyright © All rights Reserved

Drawing Lines
• Let’s start look at the different methods in more detail.
• Ironically, the vast majority of machine learning 

algorithms are concerned with just one simple task: 
drawing lines.

• In particular, machine learning is all about drawing lines 
through data. 

• What does that mean? Let’s look at a simple example.
• Let’s say you’re a computer with a collection of apple 

and orange images. 
• From each image you can infer the colour and size of a 

fruit, and you want to classify the images as either an 
image of an apple or an orange. 

• The first step in many machine learning algorithms is 
to obtain labelled training data. 

• In our example, this means getting a large number of 
images of fruit each labelled as either being an apple or 
an orange. 

• From these images, we can extract the colour and size 
information and then see how they correlate with being 
an apple or an orange. 

• For example, graphing our labelled training data might 
look like something this:

Apples 

Size Oranges 

• The red’s are labelled apples and the orange dots are 
labelled oranges. 

• As you’ll probably notice there’s a pattern in the data. 
• Apples seem to congregate on the left side of the 

graph because they’re mostly red, and oranges seem 
to congregate on the right side because they’re mostly 
orange. 

• We want our algorithm to learn these types of patterns.
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Drawing Lines

• For this particular problem, our goal is to create an 
algorithm that draws a line between the two labelled 
groups, called a decision boundary. 

• The simplest decision boundary for our data might look 
something like this:

Color 

Apples 

Size Oranges 

• Just a straight line between the apples and the 
oranges. 

• However, much more complicated machine learning 
algorithms may end up drawing much more 
complicated decision boundaries such as this:

Apples 

Size 

Color 

Oranges 

https://ml.berkeley.edu/blog/2016/11/06/tutorial-1/
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https://ml.berkeley.edu/blog/2016/11/06/tutorial-1/

Drawing Lines
• Our assumption is that the line we’ve drawn to 

distinguish an apple image from an orange image 
in our labelled training data above will be able to 
distinguish an apple from an orange in any 
image. 

• In other words, by giving our algorithm examples of 
apples and oranges to learn from, it can generalise its 
experience to images of apples and oranges that it has 
never encountered before. 

• For instance, if we were given an image of a fruit, 
represented by the blue dot below, we could classify it 
as an orange based on the decision boundary we drew:

Probably an 
Orange 

Apples 

Size 

Color 

Oranges 

• This is the power of machine learning. 
• We take some training data, run a machine learning 

algorithm which draws a decision boundary on the data, 
and then extrapolate what we’ve learned to completely 
new pieces of data.

• Of course, distinguishing between apples and oranges 
is quite a mundane task. 

• However, we can apply this strategy to much more 
exciting problems, such as classifying tumours as 
malignant or benign, marking email as spam or not 
spam, or analysing fingerprints for security systems, 
analysing trades for fraud etc!

• This type of machine learning—drawing lines to 
separate data—is just one subfield of machine learning, 
called classification. 

• Another subfield, called regression, is all about 
drawing lines that describe data.
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Regression

• Say we have some labelled training data. 
• In particular, let’s say we have the price of various 

houses versus their square metres in size as a simple 
example we can all relate to. 

• If we visualise the information as a graph, it looks like 
this:

House 
Price  

Square metres

x

x x
x

x

x

x
x

x

x

x

x

x

x
x

• Each of the point’s represents a different house with 
some price and some size in square meters. 

• Notice that although there is some variation in the data 
(in other words, each data point is a bit scattered), 
there is also a pattern: as houses get bigger, they also 
become more expensive. 

• We want our algorithm to find and use this pattern to 
predict house prices based on house size.

• Just by looking at the training data intuitively we can 
see that there is a diagonal strip in the graph that most 
houses seem to land on.

• We can generalise this idea and say that all houses will 
have a high probability of being on the diagonal cluster 
of data points. 

• For example, there is a pretty high chance of a house 
being at the green X in the graph below and a pretty 
low chance that a house would be at the red X in the 
graph below.
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How much a house 
could be worth 

House 
Price  

Square Meters

A house that probably 
doesn’t exist 

x

x x
x

x

x
x

x

x

x x

x
x

• Now we can generalise even more and ask, for any 
given size in square metres, how much will a house be 
worth? 

• Of course, it would be very hard to get an exact answer. 
• However, an approximate answer is much easier to get. 
• To do this, we draw a line through the cluster of data, 

as close as possible to each data point. 
• This line, called a predictor, predicts the price of a 

house from its size. 
• For any point on the predictor, there is a high chance 

that a house of that size has that price. 
• In a sense, we can say that the predictor represents an 

“average” of house prices for a given square metre-age.

Square Meters

House 
Price  

x

x x
x

x
x

x
x

x x

x

xx

x

x
x

x
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https://ml.berkeley.edu/blog/2016/11/06/tutorial-1/

Regression
• The predictor doesn’t necessarily have to be linear. 
• It can be any type of function, or model, you can 

imagine—quadratic, sinusoidal, and even arbitrary 
functions will work. 

• However, using the most complex model for a predictor 
doesn’t always work; different functions work better for 
different problems, and it’s up to the programmer to 
figure out what kind of model to use.

• Looking at our model for house price we could ask: why 
limit ourselves to just one input variable? 

• Turns out we can consider as many types of information 
as we want, such as the cost of living in the city, 
condition, building material, and so on. 

• For example, we can plot the price against the cost of 
living in the house’s location and its size on a single 
graph like this, where the vertical axis plots price, and 
the two horizontal axes plot square metres and cost of 
living:

• In this case we can again fit a predictor to the data. 
• But instead of drawing a line through the data we have 

to draw a plane through the data because the function 
that best predicts the housing price is a function of two 
variables.

• So we’ve seen examples of one and two input variables, 
but many machine learning applications take into 
account hundreds and even thousands of variables. 

• Although humans are regrettably unable to visualize 
anything higher than three dimensions, the same 
principles we just learned will apply to those systems.
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The Straight Line -The Predictor
• Let’s come back to our simple straight line representing 

house prices versus square metres.
• We need to draw a straight line that fits the data in the 

closest possible way.
• Do you remember the formula for a straight line at 

school?  y=mx+c
• y is our output, or in this case the price of a house, and 

x is our input (also called feature), or in this case the 
size of the house in metres.

• c is the y intercept, to account for the base price of 
the house and m is the steepness of the line ( 
also referred to as the slope or gradient). Do you 
remember the concept of the slope being measured as 
the rise over the run?

• We could rewrite the formula as:   y=w1x+b
• Where b is base price of the house and w is the weight 

representing the influence of size on the price of the 
house. 

• We will be referring to “b” as the bias in the equation in 
a later section.

• It is the number that intercepts the y axis. 
• In our example with house prices, we used a linear 

model to approximate our data. 
• The mathematical form of a linear predictor looks 

something like this:
• y=w1x+ w2x + w3x+.......+ wnx + b
• Each x represents a different input feature, such as 

square metres or cost of living, and each w is called a 
parameter or a weight. 

• The greater a particular weight is, the more the model 
considers its corresponding feature. 

• For example, square metres is a good predictor of house 
prices, so our algorithm should give square metres a lot 
of consideration by increasing the coefficient associated 
with square metres. 

• In contrast, if our data included the number of power 
outlets in the house, our algorithm will probably give it 
a relatively low weight because the number of outlets 
doesn’t have much to do with the price of a house.

• Let’s rather come back to our simple straight line as we 
will be using it extensively. 

• It is important to point out that we even use the simple 
straight line for neural networks. I’ll be explaining 
why later.
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Linear Regression

• At the heart of machine learning (especially neural 
nets) is linear regression.

• Let’s start with the absolute basics.
• So let’s start off with two different variables.
• Let’s start with x and y.
• x is usually the input and y is usually the output.
• So let’s use an example were we have a certain 

product and we want to market it using Facebook 
advertising.

• For every Rand we put into the Facebook ad 
campaign the x variable) we want to see how much 
do we will get out in terms of sales (the y variable).

• We put in R200 in to the ad campaign and get back 
R2000 worth of sales.

• If we put in R400 into the ad campaign, we get back 
R4000 in sales.

• We can then plot numerous inputs e.g. R500, R800 etc 
to see what we get back.

• We can start to see a basic pattern.
• We could assume based on this data that if we were 

to put in R1000  (star) then we might expect to get 
R10,000 in sales i.e. 10 times the ad campaign spend.

• What we’re doing here is we’re extrapolating and we 
are saying that based on the previous patterns in the 
data we are assuming the sales will be R10,000.

• Obviously you would want a lot more data than this but 
this is just an example.
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Linear Regression

• With our model we could try to create a line of best fit.
• Basically this line represents the pattern that we’re 

seeing.

• What we are saying is that if we put in a certain 
amount of advertising campaign spend we would 
expect to get 10 times more in sales.

• The straight line simply represents this equation of:
• y= 10x 
• Where x as the campaign spend and y is the predicted 

sales.
• From this model we can predict that if we spend R700 

we would expect to get R7,000 in sales.
• Likewise if we spend R1,200, we would expect to 

receive R12,000 in sales.
• We have created a very basic model which detected a 

pattern.
• From this line of best fit we can make a prediction.
• Just to make a point, linear regression is the 

backbone of neural networks!
• This is why we are focusing on this at the moment! 
• We are looking at the real basics so that we can scale 

this later into a neural network.
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Line of Best Fit
• On the same theme as the previous example, what if 

we decide to instead put money into an ad campaign 
using newspaper adverts.

• Here we notice that for every R100 we spend on the 
newspaper campaign, we get back R100 in sales.

• If we spend R300, we get back R300 in sales, if we 
spent R500 we get back R500 in sales.

• In this case is very easy to draw a line of best fit 
because they are all going exactly in the exact same 
pattern.

• What we put in (in terms of Rands into the ad 
campaign), we get back in the form of sales.

• Therefore  y = x
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• Let’s try another example.
• Let’s say we want to try again but this time we want to 

advertise on Twitter.
• So we put R2 into the ad campaign and get back R5! 

Awesome.
• Let’s try R6. We get R13 in sales.
• With R10, we get back R21
• Can you see the pattern?
• This time it’s a bit more complicated.
• The pattern is that for each R1 we spend on the ad 

campaign, we are getting back double what we spent 
plus 1. i.e. y = 2x +1 

• Therefore the gradient of the line is 2 (slope) and the y 
intercept is 1 (the base)
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Line of Best Fit

• The higher the slope (number we multiply x by) the 
higher the gradient i.e. steeper the slope of the line.

• The y intercept or bias affects how high or low the line 
is. If it’s minus one it will go underneath, if it’s plus 10 it 
will be higher etc.

• Please remember that we will be replacing the slope m 
with w (stands for weights) and the intercept we will 
express as b which stands for bias.

• The weight affects the steepness of the line of best 
fit and the bias affects the y intercept.

• Let’s look now at what happens when we don’t have 
data that’s so kind to us.

• You know sometimes it’s not going to be a beautiful 
straight line that fits all the data perfectly.

• Again let’s say that we are doing an ad campaign.
• This time, as you can see, we can draw a line of best fit, 

but a straight line is NOT  going to go through all the 
points.

• So one thing that we could do is try our best to draw 
a straight line through what looks like it’s the closest 
possible fit to all of the different data points.

• So for example you may draw a straight line like this.
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Line of Best Fit

• Since it does not go through all of the points, there is 
a bit of distance between the actual points and the line 
that we claim is the line of best fit.

• In other words our line is not a perfect fit!
• There is one other thing that we could do instead of 

just drawing a straight line.
• We can draw a curved line such as below which goes 

through all of the points exactly.
• In real life this has numerous pros and cons.
• We will come back to this concept soon.

• In real life we may have thousands of thousands or 
millions of pieces of data.

• First off, we need to train a model to find a line of best 
fit that fits this data.

• We want to be confident that our line of best fit 
represents the data.

• We can say is that the closer the data points are to this 
line of best fit the more confident we are that’s the best 
fit is representing the data.

• Essentially we need to calculate how far the data points 
are from the line of best fit.

• To draw a line of best fit, what would want to do is to 
try and minimise the distance between the data points 
and the line of best fit.
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Line of Best Fit?
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Cost and Loss
• When a data point is far from a line of best fit, the 

distance of a data point from our line of best fit we 
refer to as the cost. Think of it as the error in our 
prediction.

• We measure the “cost” of each data point.
• We say it has a high cost if the line is far from the data 

point.

• To create our line of best fit, we want one number 
that sums up how well our line of best fit is doing 
in relation to all of the data.

• One thing we could do is simply add up all of the 
distances of all the data points from the line of best fit 
(sum up the costs) and the lowest number would be 
best!

• When we sum up the individual distances from the 
predicted line (the costs) and add them up it is 
referred to as the loss of the line.
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Cost and Loss

• Time for some notation.
• We refer to the points on the line we draw as ŷ 

(pronounced y hat) i.e the predicted line.
• The actual data points are referred to simply as y.
• So we can say that the cost of each of these data points 

would be (y -  ŷ).
• The loss would be the sum of these “costs” i.e
• Loss = ∑ (y -  ŷ)
• i.e the sum of all of the y’s minus the predictions ŷ’s.
• I am not going to get into the math in any sort of detail.
• In reality we actually do one more thing and that is that 

we square the individual cost numbers and add them up.
• The squaring the individual cost numbers will “punish” 

those data points where the distance is large from the 
predicted line  ŷ.

• If the if the data points are really far away then the loss 
will be high.

• For example 2 squared is 4 whereas 10 squared is 100!
• If we add up the squared costs and divide by the 

number of data points n it is called the mean squared 
error ∑ (y -  ŷ)2 /n

• By dividing by n effectively takes the average of all of 
the squared distances.

• You can therefore think of the mean squared error 
as the average of the squared distances from the 
predicted line.

• This is as far as I’m going go in terms of the 
mathematics.

• Effectively, the weights w (slope) and bias (intercept) 
adjusted (moved up and down) to find that 
combination which will have the lowest mean 
squared error. 
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Cost and Loss
• This line would be referred to as the line of best fit and 

is formally described as a linear regression.
• The good news is that most software will be able to 

generate this including Excel. In Excel, if you put a chart 
together and then click Design->Add chart Element 
->Trendline ->More Trendline options a panel will appear 
which will allow you to and forecast going both forward 
and backward. You can also request that it displays the 
linear regression formula i.e the straight line (the line of 
best fit) on the chart by selecting the checkbox. 

• Please refer to the demo.
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Training and Evaluation data 

• As mentioned, the line of best fit simply shows the 
patterns underneath the data.

• So for now we can just say we’re running linear 
regression.

• We feed it our training data and it creates a line of best 
fit.

• It is important to note that you must deliberately 
separate your data into a training/test data set and an 
evaluation set.

The Machine 
Learning Process

• We use the test data / training data points to create the 
line of best fit.

• Once this is completed we have trained our model on 
some data.

• We now need to test out our model to see if it works on 
completely new data.

• This new data is our evaluation set of data. 
• For example if we were using the image classification of 

dogs we would give it 100 pictures of a dog to train our 
model.

• Then we would add say 30 more pictures of dogs and 
see if it is still able to identify dogs in pictures.

• This extra data is referred to as our evaluation data as 
we are trying to establish the accuracy of our model.

• When you are running machine learning, most computer 
programs will ask how much of the data that you 
provide it must be kept aside as an evaluation set.

• This data is set aside and placed into an evaluation set 
based on a random algorithm.

• We can then use this evaluation to test our model for 
accuracy by comparing the actual numbers versus 
what the model predicted.
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Overfitting & Underfitting 

• Let’s come back to the concept of data which is spread 
out and has a low correlation i.e you cannot draw a 
straight line which fits all of the data points well.

• We could  draw a nice curved line that fits all of the 
data points precisely, but this is not a  straight line! 

• In order to put together an equation that would go 
through all of these points could be quite complex.

• If you recall from school, to represent a curve in a line, 
we would need to introduce a non-linearity.

• Whenever a line has got a bend or is curved, it is no 
longer straight (mathematicians prefer to say that is no 
longer linear), therefore we refer to it as being non-
linear.

• For example the graph x2 
looks like:

x x x

x x
x

x
x

x
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Overfitting & Underfitting 

• Therefore, to generate a line which has got multiple 
curves you would typically see an equation which 
has exponents in it as this is how curves are 
represented mathematically.

• In plain English this would be using something like x2 

or  x3 
or  x4 

or  x5 
etc.

• If we say x2 
it is the same as saying x times x, and the 

2 refers to the exponent.
• We also refer to the order of an equation.

• For example y = x2+ x + 2 has the order of 2 
as to is the highest exponent in the equation.

• Likewise, for the equation y = x3 +x2+ x +2 
the order of equation is 3 as it is the highest exponent 
in the equation. I think you’re getting the drift :)

• In general, the more complex the skewed line that 
we require to fit the data, the higher the order of 
the equation (mathematicians will also use the word 
polynomial) that will be required (generally).

• We even have names for equations for the different 
orders namely:

 □ Quadratic

 □ Cubic

 □ Quartic

 □ And so on..
• To demonstrate the concept of modelling some more 

complex data using mathematics let’s look at some live 
data of the Old Mutual share price over a 14 year period 
from 2000 to 2014.

• Using Excel, I have inserted a linear regression (the red 
line), however as you can see, if you extend the line 
into 2015 it does a poor job of predicting the price!

• I have also included the equation of the straight line on 
the graph which is generated by Excel.

• The R2 is a number that tells us how much the 
straight line explains the underlying share price.

• In this case it’s 0.17 i.e 17% pretty poor!

𝑥2 + 𝑥 + 2
𝑥3 + 𝑥2 + 𝑥 + 2
𝑥4 + 𝑥3 + 𝑥2 + 𝑥 + 2
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y = 0.1658x - 4771.2
R² = 0.1753
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Polynomial approximation

• The cool thing about Excel is that it can also put 
together a curved line to try and model our share price.

• In other words it can put together and equation based 
on the order that we require.

• Please refer to the demo
• For example if we select ->Trendline ->More Trendline 

options but this time select polynomial and then click 
on Order 2, it will generate a quadratic equation that 
best fits the data!

• In this case the R2 is 32% (quadratic equation).
• On the next page I have added order 3, 4 and 6 as 

well.
• For the Cubic equation the R2 is 43%.
• For the quadratic equation the R2 is 65%.
• Do you notice that for the equation with a order of six 

i.e x6 
the R2 is 82%!
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y = 0.0001x2 - 8.7933x + 170293
R² = 0.3271
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• Although the R2 is 82% for the polynomial of 
order 6 (the above graph), when you project 365 
days forward it seems to do a terrible job of a 
prediction!

• This is referred to as overfitting the data!
• The maths in this equation is quite complex and falls 

over as soon as we add points!
• Overfitting is when the trained data model or your line 

of best fit it fits too well such that when you add 
new data the model does not accurately make a 
prediction.

• When you come to put in your evaluation data set, the 
patterns aren’t being represented well enough resulting 
in poor predictions for new data.

• Underfitting is when we are not fitting the train data 
very well!

• Say you are visiting a foreign country and the taxi 
driver rips you off. 

• You might be tempted to say that all taxi drivers in that 
country are thieves. 

• Overgeneralizing is something that we humans do all 
too often, and unfortunately machines can fall into the 
same trap if we are not careful. 

• In Machine Learning this is called overfitting: it means 
that the model performs well on the training data, but 
it does not generalize well.

• Too use another example, let’s say again we’re looking 
at using media ads.

• We spend money on ads  (our x ) and see what our 
sales are.

y = -4E-17x6 + 1E-11x5 - 9E-07x4 + 0.0485x3 - 1422.6x2 + 2E+07x - 1E+11
R² = 0.8273
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Overfitting & Underfitting 
• As you can see, there isn’t much of a pattern to be seen 

here but there is something.
• You could fit the data 100%.
• But what if we want to make a prediction.
• So now let’s say we put in R500 and make a prediction 

to get y.
• What if we then receive more data which we add to 

or model, the existing precise line is now completely 
inaccurate and would be poor at predicting!

• A prediction using our line of best fit was point x (star), 
however in real life it should have been where the red 
dot is.

• Overfitting happens when the model is too complex 
relative to the amount and noisiness of the training 
data. The possible solutions are:
 □ To simplify the model by selecting one with fewer 

parameters (e.g., a linear model rather than a 
high-degree polynomial model), by reducing the 
number of attributes in the training data or by 
constraining the model.

 □ To gather more training data.
 □ To reduce the noise in the training data (e.g fix data 

errors and remove outliers)
• Over fitting and under fitting common problems for 

data scientists and we often have to find the balance 
between the cost (actual value minus the predicted 
value) versus fitting the data to well!

• In mathematics, the part of the equation which tries to 
add a penalty if the equation is over fitting data is 
referred to as a regularisation term. More specifically 
you’ll hear people refer to the lambda coefficient. 

• This is the regularisation term in the cost function that 
can be increased or decreased (i.e. tuned) in order to 
improve performance. 

x x x

x x
x

x
x

x

x
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Overfitting & Underfitting 

• The lambda coefficient is also referred to as a hyper 
parameter.

• To decide the best value of lambda, you’d use a method 
called cross-validation which involves holding out a 
portion of the training data during training, and then 
seeing how well your model explains the held-out 
portion.

• In our case this is the evaluation data!
• There are lot of good strategies about finding the 

balance between fitting the training data well enough 
and  fitting it to well such that when you add new data 
it just doesn’t work.

• These concepts are particularly useful when we start to 
scale up for neural networks.

• You will be interested to know that we don’t use 
mathematical equations like the ones  have just 
demonstrated in Excel.

• Instead, we use a simple linear regression. To take 
into account issues of non-linearity we add an 
activation function.

• Please refer to the section on deep learning and neural 
networks for more information.

Logistic Regression

• So far we’ve been looking at the concept of linear 
regression which is great for predicting continuous 
values based on an input.

• In our example we looked at what the expected price of 
a house would be based on the size of the house.

• This method however would not be very good at trying 
to decide if an email is spam or ham?

• Likewise this method would not be very good to decide 
if a transaction is fraudulent or not?

• We effectively want the output to be true or false or 
yes or no or on or off.

• Fortunately, computer science revolves around the 
concept of true or false. (We refer to true or false as 
being Boolean values).

• The whole foundation of a computer is based on turning 
on a little switch and turning it off. 

• We represent “true” or “on” as being 1 and “off” or 
“false” as being 0.

• This is referred to as binary. A binary digit simply 
means it can be either zero or one.
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Logistic Regression: 0 or 1?

• Logistic regression is a method of classification.
• The target of the model is to output the probability 

of a variable (e.g email) belonging to a certain class 
(spam or ham).

• A good example of classification is determining whether 
a transaction is fraudulent.

• The objective of the bank will be to gather data of 
many transactions and categorise them into fraudulent 
versus non-fraudulent transactions such that when 
a new transaction is entered onto the system, the 
probability of the transaction being fraudulent can be 
determined and flagged if it breaches a threshold 
level that is deemed suspicious by the bank.

• In this case, the goal of logistic regression is to 
calculate the probability (between 0% and 100%) that 
the transaction is fraud. 

• With these probabilities, we can set some threshold 
for flagging suspicious transactions going forward

• Though logistic regression is often used for binary 
classification where there are two “classes”, keep in 
mind that classification can performed with any number 
of categories (e.g when assigning handwritten digits a 
label between 0 and 9).

• Why can’t I just use the linear regression?
• If you trained a linear regression model on a bunch 

of examples where y = 0 or 1, you might end up 
predicting some probabilities that are less than 0 or 
greater than 1, which doesn’t make sense. 

• Instead, we use a logistic regression model (or 
“logit” model) which was designed for assigning a 
probability between 0% and 100% that y belongs to a 
certain class.

• The foundation of the logistic regression model lies in 
the mathematics whereby we convert that inputs of the 
dataset to outputs in the form of probabilities between 
zero and one. Personally I prefer to say 0% and 100%.

• The mathematical function that does this is called a 
sigmoid function.

• The logit model is a modification of linear regression 
that makes sure to output a probability between 0 
and 1 by applying the sigmoid function, which, when 
graphed, looks like an S-shaped curve.
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Logistic Regression: 0 or 1?

• The Logit model, stands for log-odds and is based on 
the same kind of odds that gamblers refer to.

• Have you heard of somebody saying that the odds 
of a horse winning is 3 to 1, or that the odds of the 
Springboks winning the World Cup of 5 to 1?

• Yes, it’s the same thing!
• Odds of 3 to 1 (3-1) means that for every R1 you bet, 

if you win, you will be paid three times the size of your 
bet plus you get your bet back. 

• The phrase “even money” means odds of 1 to 1.
• It describes the odds of, for example, a single coin toss 

that has payoffs of +R1 and -R1 i.e. You can win or lose 
an even (equal) amount.

• Don’t forget you pay R1 over, if you win you get your 
R1 back and another R1.

• So  what is odds of 1 to 5?
• This means that for every R5 you bet, if you win, you 

will get R5 back plus you R1 bet.
• When someone quotes 1 to 2, or 1 to 3 or 1 to 5 or 1 

to anything higher than 1, the quote is referred to as 
“odds on”.  

• The favourite horse in a horse race is typically “odds 
on” i.e. the bet is higher than the return / payoff – 
don’t forget that you get your bet back!

• The ratio of the probability against, divided  by the 
probability for gives us the odds i.e.

odds=
for Probabilty

againsty Probabilit
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Logistic Regression: 0 or 1?
• As can be seen on the previous page, the sigmoid 

function takes any input from our linear 
regression dataset (look at that X axis) and 
outputs a number between zero and one (this is our 
probability).

• To predict the y label - e.g spam/not spam, cancer/
not cancer, fraud/not fraud etc, you have to set a 
probability cutoff, or threshold, for a positive result.

• For example if our model thinks the probability of this 
email being spam is higher than 70%, label it spam. 
otherwise, don’t.

• The threshold depends on your tolerance for 
false positives vs. false negatives. 

• If you’re diagnosing cancer, you’d have a very low 
tolerance for false negatives, because even if 
there’s a very small chance the patient has cancer, 
you’d want to run further tests to make sure. 

• In the case of fraudulent transactions, the tolerance 
for false positives might be higher, particularly 
for smaller transactions as it may not be worth the 
additional operational costs and friction from  non-
fraudulent transaction vendors who flagged for further 
processing.

Logistic Regression

• After you train a logistic regression model on 
some training data, you will evaluate your model’s 
performance on some test data.

• You can use a confusion matrix to evaluate 
classification models.

• For example, imagine testing for disease.
• NO = negative test = False = 0
• YES = positive test = True = 1
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• True Positives (TP)
• True Negatives (TN)
• False Positives (FP)
• False Negatives (FN)

• Overall, how often is it correct?
• (TP + TN) / total = 150/165 = 0.91 =91%
• Miss-classification Rate (Error Rate) i.e Overall, how 

often is it wrong?
• (FP + FN) / total  = 15/165 = 0.09 = 9%
• In statistics, we refer to false positives as type I 

errors and refer false negatives as type II errors.
• I think the diagram below explains this concept pretty 

well :)

• Please refer to the demo for some live data examples.
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Support vector machines 

• Support vector machines (SVMs) also solves the same 
problem as logistic regression — classification with two 
classes — and yields similar performance.

• A few examples of the problems SVMs can solve:
 □ Is this an image of a cat or a dog?
 □ Is this review positive or negative?
 □ Are the dots in the 2D plane red or blue?

• We’ll use the third example to illustrate how SVMs work. 
• In this example, we have points in a 2D space that are 

either red or blue, and we’d like to cleanly separate the 
two.

• The training set is plotted the graph above. 
• We would like to classify new, unclassified points in this 

plane.
• To do this, SVMs use a separating line (or, in more than 

two dimensions, a multi-dimensional hyperplane) to 
split the space into a red zone and a blue zone. 

• You can already imagine how a separating line might 
look in the graph above.
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Support vector machines 

• How, specifically, do we choose where to draw the line?

• Hopefully, you share the intuition that the first line 
(black line) is superior. 

• The distance to the nearest point on either side of the 
line is called the margin, and SVM tries to maximise the 
margin. 

• You can think about it like a safety space: the bigger 
that space, the less likely that noisy points get miss-
classified.
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Support vector machines 

• We want to find the optimal hyperplane (a line, in our 
2D example).

• This hyperplane needs to:
 □ Separate the data cleanly, with blue points on one 

side of the line and red points on the other side, and 
 □ Maximize the margin. This is an optimization 

problem. 
• The human version of solving this problem would be to 

take a ruler and keep trying different lines separating 
all the points until you get the one that maximizes the 
margin. 

• It turns out there’s a clean mathematical way to do this 
maximisation which we will not pick up. 

• If you are interested in the math you would want to 
look up Lagrangian Optimisation.

• The points that touch the plane are called the support 
vectors.

• This is where the name comes from!

Separating data

• What happens if you can’t separate the data cleanly?
• There are two methods for dealing with this problem.

 □ 1. Soften the definition of “separate”.
 □ We allow a few mistakes, meaning we allow some 

blue points in the red zone or some red points in the 
blue zone.
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Separating data 

 □ 2. Throw the data into higher dimensions.
 □ We can create nonlinear classifiers by increasing 

the number of dimensions, i.e. include x², x³, even 
cos(x), etc. 

• Intuitively, this is like having red and blue marbles lying 
on the ground such that they can’t be cleanly separated 
by a line — but if you could make all the red marbles 
levitate off the ground in just the right way, you could 
draw a plane separating them. 

• Then you let them fall back to the ground knowing 
where the blues stop and reds begin.

• The decision boundary is shown in green, first in the 
three-dimensional space.

• Pretty cool hey?
• In summary, SVMs are used for classification with two 

classes. 
• They attempt to find a plane that separates the two 

classes cleanly. 
• When this isn’t possible, we either soften the definition 

of “separate,” or we throw the data into higher 
dimensions so that we can cleanly separate the data.
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K Nearest Neighbours

• In contrast to the methods we’ve covered so far 
— linear regression, logistic regression, and SVMs 
where the form of the model was pre-defined - non-
parametric methods do not have a model structure 
specified beforehand. 

• We don’t speculate about what we’re trying to learn 
before training the model, as we do with linear 
regression. 

• Instead, the model structure is purely determined 
from the data.

• These models are more flexible to the shape of the 
training data, but this sometimes comes at the cost of 
interpretability. 

• k-nearest neighbours (k-NN) seems almost too simple 
to be a machine learning algorithm. 

• The idea is to label a test data point x by finding the 
mean (or mode) of the k closest data points’ labels.
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K-Nearest neighbours

• To classify the Mysterious Green Circle (spot) (green 
dot) above, look at its single nearest neighbour, a “Red 
Triangle”.

• So, we’d guess that the spot  = “Red Triangle”. 
• With k=3, look at the 3 nearest neighbours: the 

mode of these is again “Red Triangle” so spot = “Red 
Triangle”. 

• With k=5, we take the mode of the 5 nearest 
neighbours instead. 

• Now, notice that spot = “Blue Square”. 
• That’s it!
• You look at the k closest data points and take the 

average of their values if variables are continuous (like 
housing prices), or the mode if they’re categorical (like 
cat vs. dog).

• If you wanted to guess unknown house prices, you 
could just take the average of some number of 
geographically nearby houses, and you’d end up with 
some pretty nice guesses. 

• These might even outperform a parametric regression 
model built by some economist that estimates model 
coefficients for # of beds/baths, nearby schools, 
distance to public transport, etc.

• The fact that k-NN doesn’t require a pre-defined 
parametric function f(X) relating Y to X makes it well-
suited for situations where the relationship is too 
complex to be expressed with a simple linear model.

• An obvious question is how do you calculate distance 
from the data point in question when finding 
the“nearest neighbors”? 

• How do you mathematically determine which of the 
Blue Squares and Red Triangles in the example above 
are closest to Green Circle, especially if you can’t just 
draw a nice 2D graph and eyeball it?

• The most straightforward measure is Euclidean distance 
(this just means a straight line i.e. “as the crow flies”).

• Remember the Pythagorean theorem for finding the 
length of the hypotenuse of a right triangle?

• a2 + b2 = c2

• Another is Manhattan distance, like walking city blocks. 
• You could imagine that Manhattan distance is more 

useful in a model involving fare calculation for Uber 
drivers, for example.
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K Nearest Neighbours

• Lets look at another example of plotting the height 
versus weight of horses versus dogs.
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K Nearest Neighbours
• We here we have red points indicating horses and blue points 

indicating dogs.
• This is our training data but we want to know is if we get an 

animal where we only know the height and weight and we want 
to predict if that new data point is a horse or a dog?

• Again we're just trying to classify this new data point.
• We can kind of already see that based on where the green point 

lies in association fits neighbouring points.
• The top point in green would probably be a horse since all the 

points around it are red
• Likewise the green points all the way at the bottom left would 

likely be a dog since the nearest points to it are all blue points
• Want to expand on this idea and formalise it.
• That's where K there's neighbors algorithm comes to play.’
• The training algorithm is very simple.
• You simply store all the data and the prediction algorithm for new 

test points.  Works like this:
 □ You calculate the distance from X to all the points in your data X 

indicating that particular new datapoint.
 □ Then you sort the points near data by increasing distance from X
 □ Then you predict the majority label of the K, K being a number.
 □ Closest points choosing a K will affect what class a new point is 

assigned to.
• The only parameters being that K which is how many points are 

you going to look at that are next to your new test point and then 
whatever distance metric you're using.
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K-Nearest neighbours

• Where do you use k-NN in the real world? Some 
examples of where you can use k-NN:
 □ Classification: fraud detection. The model 

can update virtually instantly with new training 
examples since you’re just storing more data 
points, which allows quick adaptation to new 
methods of fraud.

 □ With Regression: predicting housing prices. 
In housing price prediction, literally being a “near 
neighbour” is actually a good indicator of being 
similar in price. k-NN is useful in areas where 
physical proximity matters.

 □ Imputing missing training data. If one of the 
columns in your input data has lots of missing 
values, you can impute the data by taking the 
mean or mode. k-NN could give you a somewhat 
more accurate guess at each missing value. 

• Imputing effectively fills in the blanks with the most 
likely data.

Decision trees

• In decision analysis, a decision tree can be used to 
visually and explicitly represent decisions and decision 
making. 

• As the name goes, it uses a tree-like model of 
decisions.

• Making a good decision tree is like playing a game of 
“20 questions”.

• If your friend says “I’m thinking of a noun, ask me 
up to 20 yes/no questions to guess what it is” and 
your first question is “is it a potato?”, then you’re a 
“dumbass”, because they’re going to say no and you 
gained almost no information. 

• Unless you happen to know your friend thinks about 
potatoes all the time, or is thinking about one right 
now. 

• Instead, a question like “is it an object?” might make 
more sense.

• This is kind of like how doctors narrow down on a 
diagnoses.

• They ask a few questions up front and check some 
basic vitals to determine if you’re going to die 
imminently or something. 
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Decision trees
• They don’t start by doing a biopsy to check if you have 

pancreatic cancer as soon as you walk in the door.
• For this let’s consider a very basic example that uses 

titanic data set for predicting whether a passenger will 
survive or not. 

• The model below uses 3 features/attributes/columns 
from the data set, namely sex, age and class.

• When the titanic sunk, 1,502 out of 2,224 passengers 
and crew were killed. 

• Even though there was some luck involved, women, 
children, and the upper-class were more likely to 
survive.

• If you look back at the decision tree above, you’ll see 
that it somewhat reflects this variability across gender, 
age, and class.

• A decision tree is drawn upside down with its root at the 
top.

• In the tree below, the text in the boxes (e.g women, 
age etc) represents a condition/internal node, based on 
which the tree splits into branches/ edges. 

• The end of the branch that doesn’t split anymore is the 
decision/leaf, in this case, whether the passenger died 
or survived.

• To summarise, A decision tree is a tree where each 
node represents a feature(attribute), each link(branch) 
represents a decision(rule) and each leaf represents an 
outcome(categorical or continues value). 
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Decision trees

• The deeper the tree, the more complex the decision rules.
• Splitting is the process of partitioning the data set into 

subsets. 
• Splits are formed on a particular variable. 
• In our case, we split on gender, age and class. 
• Pruning is the process of reducing the size of the tree by 

turning some branch nodes into leaf nodes, and removing 
the leaf nodes under the original branch. 

• Pruning is useful because classification trees may fit the 
training data well, but may do a poor job of classifying new 
values. 

• A simpler tree often avoids over-fitting.

• A sub section of entire tree is called branch or sub-tree.
• A node, which is divided into sub-nodes is called parent 

node of sub-nodes whereas sub-nodes are the child of 
parent node.

• There are two main types of Decision Trees:
 □ Classification trees (Yes/No types). Where the 

outcome results in true of false based on a category e.g 
male / female. Here the decision variable is Categorical.

 □ Regression trees (Continuous data types). 
 □ Here the decision or the outcome variable is Continuous. 
 □ For example let’s say we have a problem to predict 

whether a customer will pay his renewal premium with an 
insurance company (yes/ no). 

 □ Here we know that income of customer is a significant 
variable but insurance company does not have income 
details for all customers. 

 □ Now, as we know this is an important variable, then we 
can build a decision tree to predict customer income 
based on occupation, product and various other 
variables. In this case, we are predicting values for 
continuous variable.

Tree Pruning Example
An Unpruned Decision Tree A Pruned Decision Tree
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Building a tree

• There are numerous different algorithms with respect 
to decision trees which are beyond the scope of this 
course e,g ID3 (Iterative Dichotomizer 3), C4.5, CART 
(Classification and Regression Trees) C5.0, CHAID, 
QUEST, CRUISE.

• The ID3 algorithm builds a decision tree from a fixed 
set of examples and the resulting tree is used to classify 
future samples. Building a decision tree isn’t as simple 
as it looks.

• The dilemma that you are going to face is which a 
tribute/feature should you start with and which are 
the varying combinations of decisions leading to the 
decision you’re looking for.

• Have a look at the data below which is often used in 
decision tree examples.

• You are looking at whether you are going to play tennis 
depending on the temperature, wind, humidity, Outlook 
of the weather etc.

• Since we use mathematical algorithms to resolve the 
solution (built the tree) we first have to clean the data 
and convert the labels to numbers (refer above right).

Outlook Temp Humidity Windy Play
2 1 0 0 0
2 1 0 1 0
0 1 0 0 1
1 2 0 0 1
1 0 1 0 1
1 0 1 1 0
0 0 1 1 1
2 2 0 0 1
2 0 1 0 1
1 2 1 0 1
2 2 1 1 1
0 2 0 1 1
0 1 1 0 1
1 2 0 1 0
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• Here all the information is represented in the form of 
tree. 

• So how do we go from the raw data to the tree?
1. Start with a training data set. It should have attributes 

and classification.
2. Determine the best attribute in the dataset. 

(We will go over the definition of best attribute)
3. Split the dataset into subsets that contains the possible 

values for the best attribute.
4. Make decision tree node that contains the best attribute.

• Sounds simple — but which node should we select to 
build the correct and most precise decision tree? 

• Well, we have some measures that can help us in 
selecting the best choice!

• We need to understand some jargon first.
• In information theory, entropy (also called 

as Shannon Entropy) is a measure of the 
uncertainty or randomness in the data.

•  Another way to think of it is Entropy is the measure 
of homegeneity in the data i.e how much the data is 
of the same.

• For example, you have 2 bags containing a total of 50 
chocolates. 

• The chocolates can be either red or blue. 

https://becominghuman.ai/decision-trees-in-machine-learning-f362b296594a
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Building a tree 
• You decide to measure the entropy.
• In the first bag all the chocolates are blue i.e. they 

are all the same so we say their in no randomness. In 
other words the entropy is zero.

• In the second bag, 25 chocolates are red and 25 are 
blue. In this case, this bag has entropy of 1 as the 
chocolates are equally distributed.

• Information gain is simply the expected reduction 
in entropy caused by classifying / partitioning all our 
examples according to a given attribute.

• The goal is to maximise the information gain.
• The attribute which has the maximum information gain 

is selected as the parent node and successively data is 
split on the node.

• There is of course some mathematics behind these 
concepts. 

• In other words the concept of entropy and information 
gain can be calculated mathematically.

• Essentially your machine learning programme will go 
through the data to find that node which maximises 
information gain and repeats the process for the sub 
tress until the tree is built. 

• Please refer to the example.

Random forests

• A Random forest builds multiple decision trees and 
merges them together to get a more accurate and 
stable prediction.

• One big advantage of random forest is, that it can 
be used for both classification and regression 
problems, which form the majority of current machine 
learning systems.

• Random Forest is a collection of Decision Trees, but 
there are some differences.

• If you input a training dataset with features and labels 
into a decision tree, it will formulate some set of rules, 
which will be used to make the predictions.

• For example, if you want to predict whether a person 
will click on an online advertisement, you could collect 
the ad’s the person clicked in the past and some 
features that describe his decision.

https://towardsdatascience.com/the-random-forest-algorithm-d457d499ffcd
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Random forests

• If you put the features and labels into a decision tree, 
it will generate some rules. 

• Then you can predict whether the advertisement will 
be clicked or not. 

• In comparison, the Random Forest algorithm 
randomly selects observations and features to 
build several decision trees and then averages the 
results.

• It is quite easy to get confused between a random 
forest and a group of decision trees. As mentioned, 
there is more to it. 

• The best simple example I can give you is repeated in 
many articles from Edwin Chen and I’m going to do 
the same (I have just changed some of the names).

• Suppose you’re very indecisive, so whenever you want 
to watch a movie, you ask your friend Jane if she 
thinks you’ll like it. 

• In order to answer, Jane first needs to figure out 
what movies you like, so you give her a bunch of 
movies and tell her whether you liked each one or not 
(i.e you give her a labelled training set). 

• Then, when you ask her if she thinks you’ll like movie 
X or not, she plays a 20 questions-like game with 
IMDB, asking questions like “Is X a romantic movie?”, 
“Does Johnny Depp star in X?”, and so on. 

• She asks more informative questions first (i.e., she 
maximizes the information gain of each question), 
and gives you a yes/no answer at the end.

• Thus, Jane is a decision tree for your movie 
preferences.

• But Jane is only human, so she doesn’t always 
generalize your preferences very well (i.e., she 
overfits). 

• In order to get more accurate recommendations, 
you’d like to ask a bunch of your friends, and watch 
movie X if most of them say they think you’ll like it. 

• That is, instead of asking only Jane, you want to 
ask Woody, Alice, and Frank as well, and they vote 
on whether you’ll like a movie (i.e., you build an 
ensemble classifier, aka a forest in this case). 

• Now you don’t want each of your friends to do the 
same thing and give you the same answer, so you first 
give each of them slightly different data.

http://blog.echen.me/2011/03/14/laymans-introduction-to-random-forests/
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Random forests 
• After all, you’re not absolutely sure of your preferences 

yourself – you told Jane you loved Titanic, but maybe 
you were just happy that day because it was your 
birthday, so maybe some of your friends shouldn’t 
use the fact that you liked Titanic in making their 
recommendations. 

• Or maybe you told her you loved Cinderella, but 
actually you really really loved it, so some of your 
friends should give Cinderella more weight.

• So instead of giving your friends the same data you 
gave Jane, you give them slightly perturbed versions. 

• You don’t change your love/hate decisions, you just 
say you love/hate some movies a little more or less 
(formally, you give each of your friends a bootstrapped 
version of your original training data). 

• By using this ensemble, you hope that while each 
of your friends gives somewhat idiosyncratic 
recommendations (Jane thinks you like vampire movies 
more than you do, Woody thinks you like Pixar movies, 
and Frank thinks you just hate everything), the errors 
get cancelled out in the majority. Thus, your friends 
now form a bagged (bootstrap aggregated) forest of 
your movie preferences.

• There’s still one problem with your data, however. 
• While you loved both Titanic and Inception, it wasn’t 

because you like movies that star Leonardio DiCaprio. 
• Maybe you liked both movies for other reasons. 
• Thus, you don’t want your friends to all base their 

recommendations on whether Leo is in a movie or not. 
• So when each friend asks IMDB a question, only 

a random subset of the possible questions is 
allowed (i.e., when you’re building a decision tree, at 
each node you use some randomness in selecting 
the attribute to split on, say by randomly 
selecting an attribute or by selecting an attribute 
from a random subset). 

• This means your friends aren’t allowed to ask whether 
Leonardo DiCaprio is in the movie whenever they want. 

• So whereas previously you injected randomness 
at the data level, by perturbing your movie 
preferences slightly, now you’re injecting 
randomness at the model level, by making your 
friends ask different questions at different times. 

• And so your friends now form a random forest.



Notes

104Geometric Progression Copyright © All rights Reserved

Uses Random forests
• Banking:
• In the banking sector, random forest algorithms are 

widely used in two main application i.e for finding the 
loyal customer and finding the fraud customers.

• The loyal customer means not the customer who pays 
well, but also the customer whom can take the huge 
amount as loan and pays the loan interest properly to 
the bank. As the growth of the bank purely depends on 
the loyal customers. 

• In the same way, there is need to identify the 
customers who are not profitable for the bank, like 
taking the loan and paying the loan interest properly or 
find the outlier customers. 

• In this case, also random forest algorithm is used to 
identify the customers who are not profitable for the 
bank.

• Medicine
• In medicine field, random forest algorithm is used 

identify the correct combination of the components to 
validate the medicine. 

• Random forest algorithm also helpful for identifying the 
disease by analyzing the patient’s medical records.

• Stock Market
• In the stock market, random forest algorithm used to 

identify the stock behaviour as well as the expected 
loss or profit by purchasing the particular stock.

• E-commerce
• In e-commerce, the random forest used only in the 

small segment of the recommendation engine for 
identifying the likely hood of customer liking the 
recommend products base on the similar kinds of 
customers.

• Running random forest algorithm on very large dataset 
requires high-end GPU systems. 

• If you don’t have any GPU system, you can always run 
the machine learning models in cloud hosted desktop. 

http://dataaspirant.com/2017/05/22/random-forest-algorithm-machine-learing/
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K-means Clustering -Unsupervised Learning

• K-means clustering is one of the simplest 
and popular unsupervised machine learning 
algorithms.

• Typically, unsupervised algorithms make inferences 
from datasets using only inputs without referring to 
known, or labelled, outcomes.

• A cluster is a group of data points that are grouped 
together due to similarities in their features. 

• When using a K-Means algorithm (also called a 
partitional clustering), a cluster is defined by a 
centroid, which is a point (either imaginary or real) at 
the centre of a cluster.

• Every point in a data set is part of the cluster whose 
centroid is most closely located. 

• To put it simply, K-Means finds “k “number of centroids, 
and then assigns all data points to the closest cluster, 
with the aim of keeping the centroids small.

• Lets use an example to demonstrate this.
• Imagine a storekeeper who keeps a record of all his 

customers’ purchase histories. 
• This allows him to look up the type of products an 

individual buyer might be interested in. 
• However, doing this for each individual is grossly 

inefficient. 
• A better solution would be to categorize his 

customers into groups, with each group having 
similar preferences. 

• This would allow him to reach out to more customers 
with each product recommendation.

• The problem is, the storekeeper does not know:
1. How his customers should be categorized, nor 
2. How many of such categories exist. To answer these 

questions, we can use clustering.
• k-means clustering is a technique used to uncover 

categories. 
• In the retail sector, it can be used to categorize both 

products and customers. 
• “k” represents the number of categories identified, with 

each category’s average (mean) characteristics being 
appreciably different from that of other categories.
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K-means Clustering
• In the storekeeper’s case, we can uncover categories of 

customers by combining personal information with 
purchase histories. 

• This would allow us to group customers of similar 
backgrounds, who tend to buy similar products.

• To illustrate this, we can use an actual dataset of 
Facebook user personalities and ‘likes’. 

• This data was obtained from Facebook users who 
completed a short personality questionnaire and 
provided information on which movie pages they had 
‘liked’. 

• In place of personality scores, we may also use 
demographic information such as age or household 
income.

• Based on experience, we may have a hunch that 
different movie genres appeal to people of different 
personalities. 

• To confirm this, we can construct a plot of movie titles 
along personality dimensions:

https://www.quora.com/What-is-the-k-Means-algorithm-and-how-does-it-work
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K-means Clustering
• From initial inspection, there appears to be three 

clusters:
 □ Red: Conscientious extraverts who like action and 

romance genres.
 □ Blue: Anxious and open people who like advant-

garde and fantasy genres
 □ Yellow: Introverts with social anxieties who like 

Japanese animations (otaku culture)
 □ Movies in the centre seem to be general household 

favourites.
• With this information, the storekeeper can now be 

more certain of recommending products to interested 
customers. 

• For instance, if a customer bought a DVD of 27 
Dresses, the storekeeper could deduce that his 
customer is likely to be conscientious or extraverted, 
and might also be interested in another movie in the 
same cluster, such as 50 First Dates. 

• Besides product recommendation, such clusters also 
allow the storekeeper to bundle similar products for 
effective discounts.

• After seeing how clusters can be used, we will now 
examine how the technique works. 

• Recall that clustering solves two problems:
 □     Determining the number of categories that exist
 □     Determining the members of each category

• One way to find out the number of categories is by 
visual inspection.

• Another way is to use something called a scree plot:

https://www.quora.com/What-is-the-k-Means-algorithm-and-how-does-it-work
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K-means Clustering

• This plot in the graph on the previous page shows how 
within-cluster scatter (i.e how dispersed a cluster is) 
decreases as the number of clusters increase. 

• With more clusters, cluster members can be closer to 
cluster centres, forming more compact clusters. 

• Conversely, if there is only one cluster to which all 
members belong to, within-cluster scatter would be at 
its maximum.

• The choice of number of clusters is based on the 
principle of diminishing marginal returns.

•  If there are too many small clusters, the result may 
be overly-complex, such that categories are not 
generalizable to new products or customers. 

• Hence, the graph reveals a “kink” at which the number 
of clusters derived can reduce within-cluster scatter to 
a reasonable degree, beyond which having any more 
clusters would yield smaller and yet smaller clusters. 

• These smaller clusters come at an increasing cost of 
results being more complex and less generalizable.

• After determining the number of clusters, we can then 
determine cluster membership. 

• K-Means is an iterative process of clustering; 
which keeps iterating until it reaches the best solution 
or clusters in our problem space.

• The process is as follows:
• Step 1: Start with number of clusters we want e.g 3 

in this case. K-Means algorithm start the process with 
random centres in data, and then tries to attach the 
nearest points to these centres

https://www.dezyre.com/data-science-in-r-programming-tutorial/k-means-clustering-techniques-tutorial
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K-means Clustering

• Step 2: Algorithm then moves the randomly allocated 
centres to the means of created groups

• Step 3: In the next step, data points are again 
reassigned to these newly created centres

• Step 4: Steps 2 & 3 are repeated until no member 
changes their association/ groups

https://www.dezyre.com/data-science-in-r-programming-tutorial/k-means-clustering-techniques-tutorial
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K-means Clustering uses

• Document Classification
• Cluster documents in multiple categories based on 

tags, topics, and the content of the document. 
• This is a very standard classification problem and 

k-means is a highly suitable algorithm for this 
purpose. 

• Delivery Store Optimisation
• Optimise the process of good delivery using truck 

drones by using a combination of k-means to find 
the optimal number of launch locations and a genetic 
algorithm to solve the truck route as a travelling 
salesman problem. 

• Identifying Crime Localities
• With data related to crimes available in specific 

localities in a city, the category of crime, the area of 
the crime, and the association between the two can 
give quality insight into crime-prone areas within a 
city or a locality. 

• Customer Segmentation
• Clustering helps marketers improve their customer 

base, work on target areas, and segment customers 
based on purchase history, interests, or activity 
monitoring. 

• The classification would help the company target 
specific clusters of customers for specific campaigns.

• Fantasy League Stat Analysis
• Analysing player stats has always been a critical 

element of the sporting world, and with increasing 
competition, machine learning has a critical role to 
play here. 

• As an interesting exercise, if you would like to create 
a fantasy draft team and like to identify similar 
players based on player stats, k-means can be a 
useful option. 

https://dzone.com/articles/10-interesting-use-cases-for-the-k-means-algorithm
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K-means Clustering

• Insurance Fraud Detection
• Machine learning has a critical role to play in 

fraud detection and has numerous applications in 
automobile, healthcare, and insurance fraud detection. 

• Utilising past historical data on fraudulent claims, it is 
possible to isolate new claims based on its proximity to 
clusters that indicate fraudulent patterns.

• Since insurance fraud can potentially have a multi-
million dollar impact on a company, the ability to detect 
frauds is crucial. 

• Rideshare Data Analysis
• The publicly available Uber ride information dataset 

provides a large amount of valuable data around 
traffic, transit time, peak pickup localities, and more. 

• Analyzing this data is useful not just in the context 
of Uber but also in providing insight into urban traffic 
patterns and helping us plan for the cities of the future. 

• Cyber-Profiling Criminals
• Cyber-profiling is the process of collecting data from 

individuals and groups to identify significant co-
relations. 

• The idea of cyber profiling is derived from criminal 
profiles, which provide information on the investigation 
division to classify the types of criminals who were at 
the crime scene. 

• Here is an interesting white paper on how to cyber-
profile users in an academic environment based on 
user data preferences.

• Call Record Detail Analysis
• A call detail record (CDR) is the information captured 

by telecom companies during the call, SMS, and 
internet activity of a customer. 

• This information provides greater insights about 
the customer’s needs when used with customer 
demographics. 

• Automatic Clustering of IT Alerts
• Large enterprise IT infrastructure technology 

components such as network, storage, or database 
generate large volumes of alert messages. 

• Because alert messages potentially point to operational 
issues, they must be manually screened for 
prioritisation for downstream processes. 

• Clustering of data can provide insight into categories 
of alerts and mean time to repair, and help in failure 
predictions.

https://dzone.com/articles/10-interesting-use-cases-for-the-k-means-algorithm

https://dzone.com/articles/10-interesting-use-cases-for-the-k-means-algorithm
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Hierarchical Clustering

• So far we’ve talked about K means clustering, however 
there are numerous different types.

• Another type of clustering we will discuss is Hierarchical 
Clustering.

• The hierarchical method permits clusters to have 
subclusters, as if in a tree. 

• Each node (cluster) is the union of its children 
(subclusters), and the root of the tree is the cluster 
containing all the objects.

• One of the differences between hierarchical cases and 
K-Means, is that in the hierarchical method, once a 
cluster is formed, it cannot be split or combined with 
other clusters.

(K means)

• This is one of the easiest methods, and you can find 
two types of hierarchical clustering: agglomerative or 
divisive.

• The agglomerative case starts with every object being 
a cluster itself and, in the next steps, merging with the 
two closest clusters. 

• The process finishes with every object in one “jolly 
“cluster. 

• The divisive algorithm, in turn, starts with every object 
in one cluster and ends with every object in individual 
clusters.
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• I each case, the steps to follow are very 
straightforward:
 □ Deciding which variables to use as 

characteristics to check the similarity.
 □ Standardising the variables. This point is very 

important, as variables with large values could 
contribute more to the distance measure than 
variables with small values.

 □ Stabilising the criterion to determine similarity or 
distance between objects.

 □ Selecting the criterion for determining which 
clusters to merge at successive steps. That is, 
which hierarchical clustering algorithm to use.

 □ Setting the number of clusters needed to represent 
data.
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Dendrogram

• One of the ways to represent this technique is plotting 
a dendrogram, as you can see below. 

• In it you see the links between each data element, and 
the links between the clusters themselves. 

• Just to know how the data is divided, you can draw a 
horizontal line and each object that is linked to each 
vertical line is included in one cluster. 

• For example, the first horizontal line splits the data into 
two clusters: the green one and the red one.

Ward’s method

• There’s a great deal of hierarchical clustering 
algorithms, however I will only discuss Ward’s method. 

• For this method, the proximity between two clusters 
is defined as the increase in the squared error that 
results when two clusters are merged.

• Let’s look at an example in Asset management by 
clustering.

• We will characterise the return and volatility over the 
previous six months.

https://quantdare.com/hierarchical-clustering/
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Asset management by clustering 

• We select the cluster which has the maximum 
performance and the minimum volatility. 

• In order to select it, we sort the clusters by 
performance and volatilility and we choose the one 
which is on the top. 

• If there are two clusters with the same position, we 
select the one with higher performance. 

• Then we invest in each asset that the cluster is 
composed of, equally weighted invested. 

• We do so every day. 
• The universe is composed of fixed income and equity 

from all countries assuming a currency hedge, so that 
a good benchmark could be the MSCI World Local 
Currency.

• The result is quite good, as it outperforms the 
benchmark during the whole period. 

• The major benefit of this strategy is the protection in 
the most important market losses in 2008 and 2011.

https://quantdare.com/hierarchical-clustering/
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Dimensionality Reduction

• In most of the machine learning classification problems 
we have discussed so far, we have selected the features 
and passed it to the machine learning algorithm.

• For example, if you are looking at  predicting the time 
to your destination based on traffic analysis we could 
look at features such as the weather (e.g raining), 
accident en route, roadworks etc.

• Jargon: Factors = Features = Variables = 
Dimensions

• So what if there is too many factors on the basis of 
which the final classification is done. 

• Remember, these factors are also called variables  or 
features that we have been discussing (soon we will 
also call them dimensions).

• The higher the number of features, the harder it 
gets to visualise the training set and then work on 
it. 

• Sometimes, most of these features are heavily 
correlated and as such don’t add to the model in terms 
of the underlying predictability. 

• This is where dimensionality reduction algorithms come 
into play. 

• Dimensionality reduction is the process of reducing 
the number of random variables under consideration, 
by obtaining a set of “principal” (think core or most 
important ) variables. 

• In other words the dimensionality reduction, looks to 
establish which variables have the biggest impact on 
our model. 

• More formally, we look for those variables that 
contribute the most to the movements in the output (i.e 
the variance of the output!).

• This allows us to only focus on those variables and to 
speed up time for our machine learning algorithm.

• I’d like to make it clear that we often use dimensionality 
reduction as a technique to extract the key features 
that we feed into the machine learning algorithm.

• If the machine learning problem involves tens of 
thousands of features for each training instance, it can 
be a problem as it makes our training extremely slow 
and prone to overfitting (refer to overfitting section). 

• This problem is commonly referred to as the curse 
of dimensionality.
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Dimensionality Reduction

• Because of the issues associated with the curse of 
dimensionality, it is necessary to reduce the number 
of features/dimensions considerably to help increase 
our model’s performance and enables us to arrive at an 
optimal solution for our machine learning model. 

• Fortunately, in most real life problems, it is often 
possible to reduce the dimensions of our training 
set, without losing too much of the variance within 
our data.

• For instance, some of our data points may be completely 
meaningless in explaining our desired target variable. 

• As such, we may prefer to drop them from our analysis. 
• Moreover, it is often that two data points may be 

highly correlated with each other; therefore by 
merging them into a single data point, you would not 
lose much information.

• By reducing the dimensions of our training set, we 
can increase the speed of our training, and reduce 
our dataset down to two or three dimensions, making 
it easier to perform data visualisations (clustering, 
patterns).

• So why do data scientists and mathematicians refer to 
the word dimensions?

• If we simply plot  one feature on its own on a graph, 
it would be represented on the X axis and the output 
would be represented on the y-axis.

• If we plotted, 2 features against the output on a 
graph, we would need to plot it in three dimensions.

• So what if we wanted to plot 3,4,5 etc features against 
the output, unfortunately we as humans struggle to 
imagine anything higher than three dimensions.

• As an analogy you could say the fourth dimension is 
the graph travelling through time.

• You could represent the fifth dimension as smell etc.
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Dimensionality Reduction

• Although we as humans can’t picture more than three 
dimensions easily, computers  and mathematics can!

• Since we plot a feature  or multiple features against an 
output, we can represent each feature on a dimension 
e.g. x, y, z etc.

• Most noticeable, as the dimensions of our data set 
increases, the volume of the space increases so fast 
that the available data becomes extremely sparse

• So coming back to the point, what we want to do is find 
those features (dimensions) which explain most of the 
movements in the data (variance in the data).

• You are going to  hear of numerous algorithms for 
dimensionality reduction however the two algorithms 
we will talk about is PCA (principal components 
analysis) and SVD (singular value decomposition).

• These methods are mathematically related.

Principal Component Analysis

• Principal Component Analysis (PCA) is one of 
the most important algorithms in the field of 
Data Science and is by far the most popular 
dimensionality reduction method currently used 
today. 

• There is a fair amount of mathematics that underpins 
this concept and you will typically find it in a good 
linear algebra textbook :(

• The objective of Principal Component Analysis is 
simple, identify a hyperplane that lies closest to the 
data points, and project the data onto it.

https://hackernoon.com/supervised-machine-learning-dimensional-reduction-and-principal-component-analy-
sis-614dec1f6b4c
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Principal Component Analysis

• I’m not going to go into any of the detailed 
mathematics.

• Instead I’m going to give you a common  example of 
PCA in action.

• For example, you may want to summarise the 
largest movements in the ALSI 40 index by looking 
at only a few shares - this would be an example of 
dimensionality reduction. 

• Therefore, if you are replicating the benchmark index 
such as the ALSI or DJI etc, you can use an optimum 
minimum number of shares to match the risk and 
return of the index!  

• Effectively you would take all the share prices in the 
index, run it through a PCA to determine which shares 
have the biggest influence on the movements in the 
index.

• In other words which shares account for at least 95% 
of the variance in index.

• When you run it through the PCA, the results may say 
something like:
 □ 29% of the variance lies along the first axis.
 □ 23% of the variance lies along the second axis.
 □ 19% of the variance lies along the third axis.
 □ 15% of the variance lies along the fourth axis.
 □ 9% of the variance lies along the fifth axis etc.

• Therefore 95% of the variance in the ALSI40 can be 
explained by just 5 shares! 

• You can reduce the complexity of the movements of the 
yields curve into 3 key components i.e parallel shifts, 
non-parallel twists and slope changes in exactly the 
same way.

SVD (Singular Value Decomposition)

• As previously mentioned, the two common techniques 
used in practice to achieve dimensionality reduction 
are principal component analysis and singular value 
decomposition which are both related mathematically.

• Again, without going into any detailed mathematics, 
let’s rather use an example to demonstrate the 
concept of SVD.
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SVD (Singular Value Decomposition)

• Dimensionality reduction looks a lot like compression. 
• This is about trying to reduce the complexity of the 

data while keeping as much of the relevant structure 
as possible. 

• As a demonstration, if you look at a crisp detailed 
image, in order to show the extensive detail in the 
image, the file size is would end up being large.

• If you look at the diagram on the right, if you were 
to reduce the quality (in AI terms we say reduce the 
Dimensions) to minimise the size of the file in terms 
of memory how far can you go until the dog becomes 
unrecognisable?
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Image recognition example

• Lets say your task is to recognize faces of people, 
• You take photo graph of people and you make small 

pictures and then you centre all the faces such that 
they are roughly aligned.

• Lets say the image is 64 x64 pixels. 
• So you have 4096 dimensions, you are rolling out each 

of the images into a vector, and then stack them up 
into your data matrix. 

• Each pixel is dimensional and each row is a different 
person.

https://bigdata-madesimple.com/decoding-dimensionality-reduction-pca-and-svd/



Notes

122Geometric Progression Copyright © All rights Reserved

SVD (Singular Value Decomposition)

• So you have this data matrix(as shown in the above 
image) and you apply PCA on the photos. 

• Here is what you get (as shown in the image below), 
these are called eigen faces (“eigen” the name comes 
from the mathematics - originally German meaning 
“own”). 

https://bigdata-madesimple.com/decoding-dimensionality-reduction-pca-and-svd/
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SVD (Singular Value Decomposition)

• In the image below, you can actually look at the 
variance of the components, it turns out that you need 
50 “eigen vectors” to explain 90% of the variance of a 
image (i.e 50 dimensions - better than 4096). 

https://bigdata-madesimple.com/decoding-dimensionality-reduction-pca-and-svd/

• As you can see after 50 eigen vectors this is a pretty 
good reconstruction. 

• So you went from 4096 dimensions to 50 that’s a nice 
reduction in dimensions without too much reduction in 
quality. 

• I hope I have given a broad idea of  what is 
dimensionality reduction, Pca and Svd without getting 
into too much mathematical details.

• Please remember once you’ve gone through the 
process of dimensionality reduction, you would then 
feed it into another machine learning algorithm 
including neural networks and deep learning.
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Geometric Progression
Creative Disruption

Neural Networks and Deep Learning
by

 Mark Raffaelli CFA, FRM

Deep Learning

• The terms neural networks and deep learning are 
often used hand in hand and are a subset of AI. 

• Artificial neural networks have actually been around for 
a long time. 

• But only recently have we really started to scratch the 
surface of their full potential.

• A neural net is a bit of software, one that is very good 
at taking a set of inputs (photos, videos, financial 
data, speech, etc), running it through a complex 
mathematical model, and giving you a probability of 
a certain answer (e.g. that Visa transaction is 97.4% 
likely to be fraudulent). 

• There’s nothing that special about this — software has 
been able to do that for years without the need for 
neural nets, so what makes them special?

• Furthermore, aren’t there are other simpler methods of 
AI which could possibly achieve the same result?

Question:

What’s the Brain’s favourite television channel?

Answer:

The neural network.

Sorry - very corny :)
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Source: https://becominghuman.ai/neural-networks-in-plain-english-f1f067e43bd3

Neural networks

• What makes Neural Networks special?
• It’s all about the difference between programming 

and teaching. 
• This is a fundamental difference. 
• It’s revolutionary, and it’s what makes neural nets so 

powerful.
• People are rather clever — we can look at several factors 

and determine an answer based on those factors. 
• Such as we know that if it’s raining, it’s 8am on a 

weekday, and the buses are on strike, traffic will be 
bad. 

• We take those three factors (weather, time and the 
state of public transport) and we can calculate the 
likelihood of our commute being pure hell. Easy. 

• We can even program a computer to take those three 
inputs and calculate an output. 

• Those who are good at math could even write an 
equation to calculate traffic congestion levels based on 
those three factors.

• However, there are also plenty of days when traffic 
is hell and yet it’s sunny and the busses are running 
on time, so there must be other factors that have an 
impact on traffic outside of the three we know about. 

• Traffic congestion on any given road is of course 
impacted by hundreds of factors, such as the traffic 
congestion on the roads leading onto and off that road, 
special events in the area, the price of gas, the state of 
the economy, the price of public transportation, and so 
on. 

• There are far too many factors for a human to work 
out, and even the world’s best mathematicians would 
struggle to define an equation to calculate all these 
factors. 

• In the traditional world of computer programming this 
would be an impossible problem to solve, you can’t 
write a program to do something that you don’t know 
how to do.

• This is where neural networks come in. 
• We don’t need to program a computer and tell it the 

connections between the hundreds of traffic impacting 
factors, we just need to teach it. 
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Neural networks

• How do you teach a computer about traffic congestion? 
• First you feed it all the data you can find about the 

hundreds of factors that might impact traffic (historical 
weather reports, accident data, economic data, petrol 
price history, etc.).

• Then you let it guess based on all that info what the 
traffic was like on Tuesday the 2nd of July at 8:03am. 

• It will get it wrong, as we haven’t told it how 
those factors impact traffic — it’s still very dumb at 
this stage. 

• After it guesses it wrong you tell it the right 
answer, it takes that answer, learns from it and 
guesses again. 

• Rinse and repeat hundreds of times, and it will get 
closer and closer until it gets the answer close enough 
that we are happy. 

• At this point it has learnt how all the different factors 
interrelate to affect traffic congestion, at 8:03am on 
the 2nd of July. 

• Now give it a different date and time and repeat the 
process. 

• Keep going a few hundred thousand more times.
• By the end of the training the neural network will have 

made the connections between all the factors you gave 
it to work out the likelihood of traffic congestion. 

• The amazing part is you will still have no idea how 
those factors interrelate, the neural network could 
appear to be a magic box that gives you the correct 
answer (correct the majority of the time, depending on 
how well you’ve trained it).

• You don’t need to know how it works, seriously I have 
no idea how my microwave oven works but I know its 
great at reheating food, crap at browning a roast and 
that bad things happen if I put metal in it. 

• That’s the level of knowledge we need for neural 
networks. 

• We need to know what they are good at, what they are 
crap at, and what could go wrong if we do the wrong 
thing.

Source: https://becominghuman.ai/neural-networks-in-plain-english-f1f067e43bd3
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Neural networks

• You definitely don’t need to know the standard 
explanation about weighted synapses, neural nodes, 
backwards propagation, hidden layers and Naïve 
Bayesian regression. 

• That’s all very fascinating stuff but completely 
irrelevant to what a neural net can and should be used 
for.

• To give you a tiny bit of insight as to how it works, a 
neural network is a complex mathematical model that 
takes a bunch of input numbers and turns them 
into an output number. 

• Its made up of a bunch of separate equations that 
get adjusted during the training until they all align to 
produce the right answer. 

• The training isn’t magic, it just tweaks the equations 
each time you train it so the answer gets closer each 
time. 

• The cool part being that the neural network software 
does this by itself, you don’t need to understand the 
equation or what to tweak, it does that for you.

Is it actually intelligent?

• That depends on how we define intelligence. 
• From the point of view that it self learns and self 

improves, then yes it is. 
• Could it take over the world and create SkyNet? No. 
• It’s like comparing an earthworm to a human, you’d 

say an earthworm was dumb, unintelligent, but 
compare an earthworm to a rock and then you might 
say its quite smart. 

• Neural networks are a form of artificial intelligence, 
they are intelligent compared to traditional coded 
programs, but they are a far cry from the sci-fi image 
of a sentient computer.

• You’ll find neural networks everywhere. 
• On your iPhone there’s one that analyses your photos 

so you can search for cats in your photo library and 
your phone will show you all the photos with cats. 

• On your TV you’ll find one in Netflix that recommends 
the next show for you to watch based on your past 
history. 

Source: https://becominghuman.ai/neural-networks-in-plain-english-f1f067e43bd3
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Is it actually intelligent?

• On Amazon you’ll find one doing the “customers also 
bought this…” recommendations. 

• Spotify, Pandora, Tidal and all the music streaming 
services use one to make radio mixes for you. 

• Your credit card provider runs one every time you swipe 
your card to check that it’s not fraud.

• Your self-driving car uses a series of them to detect 
objects and drive by itself.

• Neural networks are great at predictions, finding 
correlations between lots of variables that would be 
beyond a human comprehension, and for solving 
problems where a set of rules just doesn’t work.

Diagrams

• The foundation of neural networks is on the basis of 
trying to replicate how the brain neurons work.

Nodes and layers

• The term “neural network” was derived from the work 
of a neuroscientist, Warren S. McCulloch and Walter 
Pitts, a logician, who developed the first artificial neural 
network (ANN) (think artificial brain).

• The whole idea of artificial neural network is based on 
the concept of the structure and functions of a human 
brain. 

• Above is a simplified version of neuron.
• A human brain consists of neurons that process and 

transmit information between themselves. 
• There are dendrites that receive inputs. 
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Nodes and layers
• Based on these inputs, they produce an output through 

an axon to another neuron.
• In plain English, neurons collects inputs from other 

neurons using dendrites  
• The neuron sums all the inputs and if the resulting 

value is greater than a threshold, it fires. 
• The fired signal is then sent to other connected neurons 

through the axon.
• For example, I decide I want to go to restaurant. 
• I open Google and start searching for different 

restaurants in the area until I find something that I 
fancy. 

• Let’s assume I am interested in a curry where the 
sauces are creamy and I want a restaurant that does 
not have plastic chairs (the key important features to 
me).

• As I go through the different photos of restaurants, I 
would be looking for these two particular features.

• If I see a photo of a restaurant that I fancy, my 
neuron’s would fired a positive response as they would 
have detected no plastic chairs and a curry with creamy 
sauce. 

• Effectively,   my brain has taken some factors such that 
when added up exceed my threshold of things that are 
important to me and fired off a response to make me 
take notice of the restaurant and book a table.

An Artificial neural network

• The basic idea behind a neural network is to simulate 
lots of densely interconnected brain cells inside a 
computer so you can get it to learn things, recognize 
patterns, and make decisions in a humanlike way. 

• The amazing thing about a neural network is that you 
don’t have to program it to learn explicitly: it learns all 
by itself, just like a brain!

• Neural networks produced this way are called artificial 
neural networks (or ANNs) to differentiate them from 
the real neural networks (collections of interconnected 
brain cells) we find inside our brains.
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An Artificial Neural Network

• The starting point of all the processing in a Neural 
Network is the input layer, which uses the values from 
features as the inputs.

• We may have already extracted these features using 
a principal components analysis or singular value 
decomposition.

An Artificial neural network

• An artificial neural network consists of artificial 
neurons called nodes that accept inputs, processes 
it to generate the output. A neural network generally 
consists of 3 layers:
 □  Input Layer: This layer is responsible to accepts 

large volumes of inputs in various formats like text, 
numbers, image pixels, audio, etc.

 □ Hidden Layers: This layer is responsible to perform 
data manipulation, mathematical calculation, feature 
extraction, etc. Think of it as the intermediary 
calculations required to feed an output. 

 □ Output Layer: This layer generates the desired 
output based on the information it receives from the 
previous layers.
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An Artificial Neural Network

• The output of the input layer is passed on to hidden 
layers one after the other. 

• Hidden layers are intermediary processing units. 
• They are added just to increase the accuracy of the 

predictions.
• The hidden layers represent the intermediate 

calculations. 
• The more the complex the model, the more the hidden 

layers that will be required.
• Results of the hidden layer are then fed to output layer, 

which eventually produces the final prediction.
• Coming back to our weather example, the inputs would 

be historical weather reports, accident data, economic 
data, petrol price history, etc.

x
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Coming back to basics

• Let’s come back to our simple straight line and linear 
regression.

• We have already mentioned that when the data is more 
spread out, a straight line doesn’t always fit the data 
appropriately.

• The alternative we previously discussed was drawing a 
curved line and generating a polynomial equation to fit 
the data.

• One of the big problems of this method was led to 
over fitting.

• Furthermore, if we added new data points, the model 
had to make significant changes to incorporate the new 
data or if we extrapolated the data, the model, did a 
poor job at predicting.

• Here is an interesting thing, the alternative to drawing a 
curved line is effectively a series of straight lines.

• We would call this a piecewise linear interpolation.
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Coming back to basics

• The more data points and straight lines we have, the 
more it would look like a curved line.

• Likewise if a new point was added (such as the orange 
dot), the model would adjust (dotted lines) for that 
particular area of the graph.

• Unfortunately, if we were to extrapolate the data 
it would still do a poor job of predicting as it 
would only be referencing the last straight line.

• So what is the alternative?
• Imagine I have a model which links all the inputs 

together with a straight line that takes into account 
non-linearity is with an additional mathematical 
equation referred to as an activation function.

• Below is a picture analogy where we have inputs 
which go through a series of processes (think of this as 
intermediate calculations) to generate an output.

• When you give more data to the model, the model 
adapts and when you extrapolate the data, it 
takes into account the overall data rather than 
just the last line.

• Effectively what we have is a artificial neural network.

x
x

x

x

x
x

x x
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• Please remember that this is just a pictorial 
analogy to help you understand the concept.

• Sometimes I find it easier to simply dive in the deep 
end, so let’s do it!
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Diving in

• Data scientists and mathematicians prefer to use the 
picture of a neural network represented by circles and 
lines as it resembles neurons in the brain.

• Furthermore, it is easier to draw the picture than write 
out the mathematical equations that link the data 
together!

• Let come back to our data that is spread out. 

• Using a pictorial ANALOGY (to hide the math)
• We could draw a series of straight lines represented by 

y= wx + b which are joined together.
• If you recall, W represents the weight and b represents 

the bias.
• Here’s what’s different with an artificial neural 

network, were going to take an input “x” plug it 
into the respective straight-line formula but what 
is different is that we are going to use random 
weights and biases for each of the respective 
straight-line functions to generate the output.

• This may turn out to be a graph that looks like this:

x
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Not very Good
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Detail
• Please remember that we plug the training data into our 

model, therefore we know what the actual answer 
is.

• We compare the answer generated by the model to that 
of the actual answer and the difference is referred to as 
the loss (if you recall).

• This process where we have plugged in some data 
and it has generated output is referred to as forward 
propagation.

• Since it is highly unlikely that the answer generated 
by the model using random weights and biases will be 
the same as that of the actual data/output, we institute 
a process called back propagation where we change 
the weights and biases of the respective straight-line 
equations and retest the data.

• The objective is to create a minimum loss i.e 
minimise the error between the actual value and the 
predicted value.

• Effectively, if you plot the loss on a graph, we want to 
move down to the point of the graph with a loss is 
the lowest.

• This process is formally known as gradient descent   
and the algorithm will go through a recursive 
process of both forward and  back propagation 
until it hits the lowest loss. 

• There is a fair amount of mathematics behind this 
however I think you get the idea.

• I’ve been using the pictorial analogy of a series of 
straight lines so far.

• As already mentioned what we have is a series of 
linear regression is connected to each other and we 
represent the non-linearity with something refer to as 
an activation function.

• This effectively allows us to put together a 
complex equation (think of it as been broken 
into numerous parts) without using polynomial 
equations that more accurately makes predictions 
and learns through the process of forward and 
back propagation.

• So let’s go to the traditional pictures of neural networks 
where each equation ( straight-line/linear regression) is 
connected to a module otherwise known as a node.
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Detail
• We know that a simple neural network is made up 

of the inputs (there can be multiple inputs as per 
our weather example), the hidden layer (think 
intermediate calculations), and the outputs.

• Each of the circles below is referred to as a node or 
module.

• The more complex the data, the more the number 
of hidden layers.

• Without going into detail math, we would take the 
input and plug it into the formula y = wx+b using a 
random weight and bias.

• The output y is then placed into an activation function 
(one of the most popular ones is called a sigmoid 
function) which simply converts the number y we 
received into a number between 0 and 1.

Inputs

Hidden

Outputs
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Nodes

• The sigmoid function captures the  non-linearity.
• Let’s refer to a simple new neural network with only 

one hidden layer to demonstrate the process.

• Let’s assume that we want to know the relationship 
between the number of cars on the road going past a 
certain point per minute and the effect it will have on 
the time to our destination.

• In our case we measure 30 cars per minute.
• Therefore the input is 30 and that gets passed to node 

1, note 2 and note 3.
• It is important for me to point out that all of the 

nodes in a given hidden layer will have different 
weights but have the same bias.

• If you have multiple hidden layers then clearly each 
hidden layer would have its own bias, remembering 
that all nodes in that hidden layer would have the same 
bias but different weights.

• In our case the weights are randomly assigned initially 
to w1, w2, w3 (along with the bias b1).

Hidden 
Layer 1

1.530

Inputs Outputs
Y = w230 + b1

Y = w130 + b1

Y = w330 + b1

Y = 2.5
Z = h(2.5)
Z = 0.8

Node1

Node2

Node3

Y = 1.5
Z = h(1.5)
Z = 0.6

Y = -2
Z = h(-2)
Z = 0.1

0.8

0.6

0.1

Sum= 0.8 + 0.6 + 0.1 = 1.5

Back Propagation
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Nodes

• For node 1, the output of y works out to be say 2.5.
• This number of 2.5 is then entered into the sigmoid 

function (I have left the math of the sigmoid function 
out deliberately!)

• Once we plugged the value of 2.5 into the sigmoid 
function it returns a value of 0.8 (don’t forget the 
sigmoid function will simply convert our value of 2.5 
into a number between 0 and 1).

• We also passed the input of 30 to node 2 and node 3 
respectively.

• For node 2 with its weights (which will be different to 
node 1 & 3), the output of y is 1.5 and once placed into 
the activation function returns a value of 0.6.

• Likewise, for node 3 the value of y turns out to be -2 
and the result from passing this through the activation 
function is 0.1.

• These values are then summed up to give us a total 
of 1.5 minutes which is the output that the model has 
predicted.

• If the actual answer is 5 minutes, then through the 
process of back propagation the weights and bias in the 
hidden layer(s) will be adjusted to generate a number 
closer to 5.

• In real life, you would want to use as many data points 
as possible and take into account as many features as 
possible.

• Likewise, if you have multiple hidden layers as per the 
picture below, the sum of the nodes we have just 
calculated is passed to each node in the second 
hidden layer, which becomes the input for the 
equation and we go through the process again to get 
the output.

Inputs Outputs



Notes

138Geometric Progression Copyright © All rights Reserved

Gradient descent 

• The difference between the actual value 5 minutes and 
the model predicted value 1.5 minutes is referred to as 
the loss.

• Through the process of back propagation,  we would 
systematically be trying to reduce this loss by 
adjusting the weights and the bias in the hidden layers 
(through a process called gradient descent) to generate 
a number that is much closer to 5.

• Variance is how much your model’s test error 
changes based on variation in the training data. 

Wrap

• That’s as far as I want to go into the technical detail of 
an artificial neural network.

• It is significantly easier than you think and once you 
start programming it and implementing it, you will 
notice just how easy it really is!

• It is important point out that there are different types of 
neural networks.

• You will often hear of convolutional neural networks 
(CNN) and recurrent neural networks (RNN).

• They are both different architecture’s of neural nets that 
perform well on different types of data. 

• RNNs are good with series of data (one thing happens 
after another) and are used a lot in problems that can 
be framed as “what will happen next given…” while 

• CNNs are especially good at problems like image 
classification.

• A CNN will learn to recognize patterns across space. 
• So, as you say, a CNN will learn to recognize 

components of an image (e.g., lines, curves, etc.) 
and then learn to combine these components to 
recognize larger structures (e.g., faces, objects, etc.).

• You could say, in a very general way, that a RNN will 
similarly learn to recognize patterns across time. 

• So a RNN that is trained to translate text might learn 
that “dog” should be translated differently if 
preceded by the word “hot”.

• CNN take a fixed size input and generate fixed-
size outputs versus an RNN can handle arbitrary 
input/output lengths.

• CNNs are ideal for images and videos processing 
whereas RNNs are ideal for text and speech 
analysis.
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Reinforcement Learning (RL)

• Like most advances in artificial intelligence, RL is 
derived from studying the intelligence of humans. 

• The core concepts of RL comes from behaviourism, 
which basically says that everything we do in life is a 
reflex response to our current environment or a 
consequence of our past actions.

• RL uses trial and error to learn to make the best 
decisions possible by achieving the best reward 
possible over a period of time. 

• A good example of this is how you would train a dog. 
• Every time the dog rolls over when you tell them to, 

they get a treat (reward +1).
• Every time they pee on the rug they get yelled at 

(reward -1). 
• Over time they learn to do the things that get them 

the most positive rewards and avoid the things 
that get the most negative rewards.

• In RL we use a fair amount of jargon.
• In our example  above, the dog is referred to as the 

agent.
• The environment is where our agent lives and 

carries out its tasks.
• The state/observation is just the current state of the 

environment.
• For each step in the environment the agent carries out 

an action based on the current state it is in e.g Roll 
over). 

• The reward is simply the feedback the agent gets 
from interacting with the environment (a treat).

• A policy defines what action the agent should choose 
when it is in a given situation.

Geometric Progression
Creative Disruption

Reinforcement Learning
by

 Mark Raffaelli CFA, FRM

https://medium.com/coinmonks/landing-a-rocket-with-simple-reinforcement-learning-
3a0265f8b58c
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• Many robots implement Reinforcement Learning 
algorithms to learn how to walk. Check out Boston 
dynamics)

• DeepMind’s AlphaGo program is also a good example 
of Reinforcement Learning: it made the headlines in 
March 2016 when it beat the world champion Lee Sedol 
at the game of Go. 

• It learned its winning policy by analysing millions of 
games, and then playing many games against itself. 

• Note that learning was turned off during the games 
against the champion; AlphaGo was just applying the 
policy it had learned.

• Due to the fact that RL uses unsupervised learning, 
it doesn’t need to be told how to achieve something, it 
just needs to know what to achieve. 

• This means it can find solutions to problems that 
humans may never have even thought of.

Source: “Hands-On Machine Learning with Scikit-Learn and TensorFlow” by Aurélien Géron
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Reinforcement Learning

Reinforcement Learning

• In supervised learning, training data comes with an 
answer key from a “supervisor”. 

• In reinforcement learning (RL) there’s no answer 
key, but your reinforcement learning agent still has to 
decide how to act to perform its task. 

• In the absence of existing training data, the agent 
learns from experience. 

• It collects the training examples (“this action was 
good, that action was bad”) through trial-and-error as 
it attempts its task, with the goal of maximizing long-
term reward.

• Some of the practical applications of reinforcement 
learning are:
 □ Manufacturing robots use deep reinforcement 

learning to pick a device from one box and putting 
it in a container. Whether it succeeds or fails, it 
memorises the object and gains knowledge and 
train’s itself to do this job with great speed and 
precision.

 □ Inventory Management - Reinforcement learning 
algorithms can be built to reduce transit time 
for stocking as well as retrieving products in the 
warehouse for optimising space utilization and 
warehouse operations.

 □ Delivery management-Reinforcement learning 
is used to solve the problem of Delivery Vehicle 
Routing. 

 □ Finance sector - RL is at the forefront leveraging 
reinforcement learning for evaluating trading 
strategies. It is turning out to be a robust tool for 
training systems to optimise financial objectives.

 □ Gaming - this is large! It is the mainstream 
algorithm used to solve different games and 
sometimes achieve super-human performance. The 
most famous one must be AlphaGo and AlphaGo 
Zero. 

 □ Medicine  - Reinforcement learning is ideally suited 
to figuring out optimal treatments for health 
conditions and drug therapies. It has also been used 
in clinical trials as well as for other applications in 
healthcare.

 □ Autonomous vehicles- Most autonomous cars, 
trucks, drones, and ships have reinforcement 
algorithms at the centre.
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Geometric Progression
Creative Disruption

Doing it yourself
by

 Mark Raffaelli CFA, FRM

• With the convergence of the hardware developments 
(especially graphics cards), the advent of the Internet 
of things and the proliferation of big data, we needed 
a way to sift through the data (we prefer to use the 
words data mining) to make intelligent decisions.

• For businesses, the ability to leverage their data is 
going to become increasingly critical in the coming 
years. 

• Those companies that view data as a strategic asset 
are the ones that will survive and thrive. 

• Without AI, you will not be able to process the data!
• Artificial intelligence is especially important 

for fintech, in the form of intelligent analytics, 
algorithmic trading and portfolio selection, data 
recognition classification and tagging, predictive 
algorithms (especially for risk management), 
content distribution and of course Robo advice.

• It is important for me to stress that  since an 
organisations data is a strategic asset in the digital 
world, it is important that you develop your team to 
process the data and implement artificial intelligence 
in house rather than outsource this to another 
organisation.

• One of the big challenges is getting staff.
• I would strongly suggest that you build your own team 

and retrain staff going forward.
• Although there are some barriers to entry in terms 

of mathematics and statistics, anyone with the BSC 
or someone who’s had good exposure to maths and 
statistics would be an ideal candidate.
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Open source

• A few years ago, the concept of AI was still a very 
specialised topic you had to be at the forefront of the 
industry in order to implement it.

• As a result, I know of many firms who have paid 
fortunes to outsource the role of artificial intelligence.

• This is no longer the case!
• There are a significant amount of open source projects 

on github and the web in general which will give you 
all of the tools to be able to implements artificial 
intelligence yourself for free.

• Just do it!
• Organisations such as Google, Microsoft, Huawei etc 

are also making it easy for us to be able to implement 
artificial intelligence.

• With the exception of Microsoft Azure, you would need 
to be able to know how to program.

• Many programming languages now implement artificial 
intelligence, however some are much more dedicated 
and more appropriate than others.

• The  programming language leading the pack at the 
moment is that of Python which is open source.

• I strongly recommend Python due to its ease of use, 
speed and abundant free artificial intelligence 
modules (amongst other things).

• R  is also open source software and is becoming popular 
as a programming language which is more dedicated to 
mathematics and statistics and as some great machine 
learning algorithms.

• Matlab is proprietary software which also has some 
excellent machine learning capability.

• Even languages such as JavaScript now include open 
source libraries for  machine learning.

Open source revolution

• So far I’ve been using the word open source, exactly 
what does it mean?

• Furthermore, how do I  know which machine learning 
programs are available?

• How do I get involved and what do I do if I have 
numerous questions that need to be resolved?

• The answer is in the open source revolution!
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Stack exchange/stack overflow

• One of the most common question and answer sites 
where we share information is a website is called 
“Stack overflow”.

• This is where programmers share their code with each 
other on how to solve problems.

• Stack Overflow is a question and answer site for 
professional and enthusiast programmers. 

• It’s built and run by “you” as part of the Stack 
Exchange network of Q&A sites.

• This site is all about getting answers. It’s not a 
discussion forum. There’s no chit-chat.

• Good answers are voted up and rise to the top.
• The best answers show up first so that they are always 

easy to find.
• The person who asked can mark one answer as 

“accepted”.
• Accepting doesn’t mean it’s the best answer, it just 

means that it worked for the person who asked.
• Not all questions work well in this format.
• For example they frown upon questions that are 

primarily opinion-based, or that are likely to generate 
discussion rather than answers.

• Questions that need improvement may be closed until 
someone fixes them.

• All questions are tagged with their subject areas. 
Each can have up to 5 tags, since a question might be 
related to several subjects.

Reputation 

• You earn a reputation when people vote on your posts 
/ answers.

• Your reputation score goes up when others vote up 
your questions, answers and edits.

• As you earn reputation, you’ll unlock new 
privileges like the ability to vote, comment, and 
even edit other people’s posts.

• At the highest levels, you’ll have access to special 
moderation tools. You’ll be able to work alongside our 
community moderators to keep the site focused and 
helpful.

• This truly is a forum where you so-called put your 
money where your mouth is.
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Reputation 

• In other words those people will have the 
highest reputation are  highly sought after 
in industry!

• My strong suggestion to young programmers is 
to join stack overflow as soon as possible to start 
building a reputation. 

• Once your reputation is good enough you 
become very employable globally.

• What I like about it is the fact that you’re measured 
based on what you do rather than what you 
say.

• Perhaps we should have a stack overflow for 
politicians:)

• As mentioned stack overflow is part of the stack 
exchange group of sites and they have many forums 
incorporating a host of topics e.g Mathematics, Finance, 
English (and other Languages), Economics, AI  etc!

• Please go to :https://stackexchange.com/sites# for 
more info.

• Stack Overflow /Exchange as a business model is 
highly dependent upon its advertising model -- which 
is directly related to the value of advertising on the 
internet.

• Interestingly enough, they do not overwhelm you with 
advertising.

• This concept of sharing code is part of the open 
source revolution.

• The term “open source” refers to something people 
can modify and share because its design is publicly 
accessible. 

Open source

• The term “Open source” originated in the context of 
software development to designate a specific approach 
to creating computer programs.

• Let’s briefly take one step back.
• Firstly I want you to think of a computer program 

simply as a series of instructions that you give to 
the computer that will produce the desired task

• Computer programmers referred to their programs as 
code or source code.
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Open source
• The reason why it is called source code is because 

for many types of computer programs, you never 
give the source code to the person who buys the 
program from you.

• Instead, you convert this source code i.e series of 
instructions / the programming code, to zeros and  
ones through a process called compiling.

• This computer program which you buy as a consumer is 
called an executable program (you will notice the 
“.exe” extension). 

• This executable program is the zeros and ones that the 
computer understands.

• One of the very cool things about writing 
programs is that you write the code once and 
distribute it millions of times to whoever is 
willing to buy it. 

• This is completely different to the traditional 
Industrial Revolution process whereby somebody 
would combine inputs, process the inputs to 
produce an output.

• In other words for every output there will be an input.
• In plain English, you need to take steel and a whole lot 

of other components to build a car so that you can sell 
a car.

• This is not the case with programming, with 
programming you write that instructions once (the 
source code) compile it to an “exe” and then distributed 
the “exe” millions of times.

• In other words you have one input but an infinite 
amount of outputs based on demand!

• Cool hey :)
• If a program is open-source, its source code is freely 

available to its users. 
• Its users – and anyone else – have the ability to take 

this source code, modify it, and distribute their own 
versions of the program. 

• The users also have the ability to distribute as many 
copies of the original program as they want. 

• Anyone can use the program for any purpose; 
there are no licensing fees or other restrictions 
on the software. 

• Some well-known open source software products 
include the Linux and Android operating systems or 
the Firefox and Chrome web browser, Open Office and 
many programming languages and programs in the 
public domain!!!.
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Open source

• Microsoft Windows and Apple are probably the most 
popular piece of closed-source software out there 
which come with a license that restricts users and 
keeps the source code from them. 

• Open source applications are generally freely available 
– although there’s nothing stopping the developer 
from charging for copies of the software if they allow 
redistribution of the application and its source code 
afterwards.

• There are many different licenses used by open-source 
projects, depending on which the developers prefer for 
their program. Broadly speaking, open source licenses 
belong to one of two families: 

• “Copyleft.” 
 □ These licenses impose the obligation to distribute 

derived works under the same license. 
 □ If a user of the software makes modifications to 

it, she is obliged to release the modified software 
under the same license. 

 □ This is referred to as the share-alike requirement. 
 □ Thus “copyleft” licenses preserve the open source 

nature of the software as it is modified. 
 □ An example of a “copyleft” license is the GNU Public 

License (GPL).
• “Permissive.” 

 □ These licenses impose very few restrictions on the 
redistribution of the software, usually just that the 
derived software acknowledges the original software 
and retains the copyright notice.  

 □ Proprietary software that incorporates software 
released under an open source permissive license 
retains its proprietary nature as the license usually 
only requires that the proprietary software includes 
the copyright notice.  

 □ Several common open source licenses belong to this 
family, such as the BSD license, the MIT License or 
the Apache License. Bitcoin was released under the 
MIT license. 

• Proprietary software requires that the company issuing 
the software maintains  it.

• In contrast, open source software acquires a life of its 
own once released. 

• It usually does not matter if an original creator decides 
to stop working on an open source project, as other 
developers could take it over. 

Source: “Understanding Bitcoin. Cryptography, engineering, and economics” by PEDRO FRAN-
CO, Wiley.
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Forking
• Under an open source license it is legitimate to start a 

new independent software project from a copy of an 
original project. This process is called forking.

• If you download the project we refer to it as 
cloning. 

• If the developers of a project introduce changes that 
are detrimental to the users of the software, the user 
can create a fork, undo those changes and continue 
the development of the original on their own! 

• Users will most likely follow the fork without the 
undesired features. 

• Thus forking can be seen as a kill switch that prevents 
developers from evolving a project against their users. 

• Bitcoin  been forked many times by developers wishing 
to test new concepts. 

• This has given rise to many alternative 
cryptocurrencies called alt-coins. 

GIT and GITHUB

• Have you ever put a detailed spreadsheet together and 
then while you working on the spreadsheet you change 
you mind on how the spreadsheet should appear and 
work.

• Therefore you delete the work you have done and start 
from scratch

• Half way through the project of re-designing the new 
spreadsheet you realise that you are right with your first 
attempt of putting that spreadsheet together I want 
to go back to what you previously did. Unfortunately 
you’ve already deleted or saved over the work you have 
already done.

• If you just “SAVED AS” a new version every time you 
made a change, you would have been able to refer to 
the version that you previously liked and then continue 
developing from there.

• If you did this, it would have been called version 
control.

• Programmers need to use version control religiously.
• As they build up programs they regularly chop and 

change and go back to original ideas.
• By using version control they can easily  revert back to 

the changes they previously made.

https://blog.red-badger.com/blog/2016/11/29/gitgithub-in-
plain-english
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GIT and GITHUB

• Git is a version control system specifically designed to 
work well with text files. 

• Because ultimately, that’s all code really is: loads of 
texts files hooked up together in some fashion. 

• Git is an open source program you install which allows 
you to keep a detailed record of the changes you make 
to create an easily navigable program /system history.

• Every time you save a version of your program we 
refer to it as committing.

• Note you load GIT onto your machine and the 
respective versions are stored on your machine or any 
machine you choose.

• Unfortunately, what happens if your machine crashes 
or the machine that stores your versions crash?

• Likewise what if you’ve got two computers and want 
to keep a copy of the code such that every time you 
change the program you have to overwrite the version 
on the other computers?

• Another question would be what if you wanted to have 
multiple programmers work on the same program?

Enter Github. 

• Not to be confused with merely Git, Github takes that 
lovely commit history and hosts it online so that you 
can access it from any computer. 

• You do this via pushing commits from your local 
machine (i.e.: the computer you’re currently using) up 
to Github, and then, from the new/different computer 
pulling those commits down.

• It is remote cloud storage for your project / program.

https://blog.red-badger.com/blog/2016/11/29/gitgithub-in-
plain-english
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Collaborating

• How do teams make sure their work doesn’t overlap?
• In short, by making branches (ALSO KNOWN AS 

FORKING A BRANCH). 
• Think of your Git commit history as a tree.
• The trunk is what we refer to as the master branch. 
• In order for teams to avoid stepping on each other’s 

toes, they need to work in isolation from everyone 
else (on a feature branch), whilst ultimately still 
contributing back to the main codebase (the master 
branch).

• The general workflow starts with each programmer 
branching off the master to make their changes based 
on their role in the project. 

• The rest of the programmers will approve the changes, 
the branch gets merged into the master trunk (keep in 
mind, it’s the contents of the master branch which will 
ultimately form the final program).

• When a branch gets merged that means that its 
content overrides the master. 

• So any changes it makes to existing content will 
supercede what was there before. 

What is the big deal?

• If you go to Github, you will see thousands of open 
source projects incorporating Fintech written in a host 
of programming languages.

• Yes if it’s open source, it’s free.
• This includes projects solving general 

programming problems, code to automate, 
Blockchain code, Apps for many things, 
Artificial Intelligence and Machine 
Learning Projects, Cryptography projects, 
Games, Industry initiatives etc.

•  What are you waiting for?
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Libraries of open source code.

• Throughout this course we have been using Skikit-
learn which is one of the machine learning module 
for Python. 

• It is open source and awesome.
• Goto: https://scikit-learn.org/stable/
• TensorFlow™ is an open source software library for 

high performance numerical computation. 
• Its flexible architecture allows easy deployment of 

computation across a variety of platforms (CPUs, GPUs, 
TPUs), and from desktops to clusters of servers to 
mobile and edge devices. 

• Originally developed by researchers and engineers 
from the Google Brain team within Google’s AI 
organization, it comes with strong support for machine 
learning and deep learning and the flexible numerical 
computation core is used across many other scientific 
domains.

• It can be used with C++, Python and Javascript and 
is being extended to other languages.

• Goto  https://www.tensorflow.org.
• It is seen as the “go to package” for neural networks.
• You can download the code on github and it can even 

be run online.
• It also has a light version so that you can run artificial 

intelligence on a mobile phone!
• Caffe is a deep learning framework made with 

expression, speed, and modularity in mind. It is 
developed by Berkeley AI Research (BAIR) and by 
community contributors. 

• Caffe is released under the BSD 2-Clause license (i.e 
open source).

• Speed makes Caffe perfect for research 
experiments and industry deployment. 

• Goto: http://caffe.berkeleyvision.org/
• Theano is a Python library that allows you to define, 

optimise, and evaluate mathematical expressions 
involving multi-dimensional arrays efficiently.

• Theano has been powering large-scale 
computationally intensive scientific investigations 
since 2007.

• Goto: http://deeplearning.net/software/theano/
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Libraries of open source code.

• Torch & PyTorch is a scientific computing framework 
with wide support for machine learning algorithms that 
puts GPUs first. 

• The goal of Torch is to have maximum flexibility and 
speed in building your scientific algorithms while making 
the process extremely simple. 

• Used as the machine learning framework by 
Facebook, and several developer leads are Facebook 
engineers

• At the heart of Torch are the popular neural network 
and optimization libraries which are simple to use, while 
having maximum flexibility in implementing complex 
neural network topologies. 

• Goto http://torch.ch/   or https://pytorch.org/
• Keras is a high-level neural networks API, written 

in Python and capable of running on top of 
TensorFlow, CNTK, or Theano. 

• It was developed with a focus on enabling fast 
experimentation. 

• Being able to go from idea to result with the least 
possible delay is key to doing good research.

• Use Keras if you need a deep learning library that:
 □ Allows for easy and fast prototyping (through user 

friendliness, modularity, and extensibility).
 □ Supports both convolutional networks and 

recurrent networks, as well as combinations of the 
two.

 □ Runs seamlessly on CPU and GPU.
• Goto https://keras.io/
 
• Do you notice that all of the modules love Python!
   
• The Microsoft Cognitive Toolkit is a free, easy-to-

use, open-source, commercial-grade toolkit that trains 
deep learning algorithms to learn like the human brain. 

• The Microsoft Cognitive Toolkit—previously known as 
CNTK—empowers you to harness the intelligence within 
massive datasets through deep learning by providing 
uncompromised scaling, speed, and accuracy with 
commercial-grade quality and compatibility with the 
programming languages and algorithms you already 
use. 

Source: From the respective websites directly
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Libraries of open source code.

• Microsoft Azure Machine Learning Studio is a 
collaborative, drag-and-drop tool you can use 
to build, test, and deploy predictive analytics 
solutions on your data. 

• Machine Learning Studio publishes models as web 
services that can easily be consumed by custom apps or 
BI tools such as Excel.

• To develop a predictive analysis model, you typically 
use data from one or more sources, transform and 
analyze that data through various data manipulation 
and statistical functions, and generate a set of results. 

• Developing a model like this is an iterative process.
•  As you modify the various functions and their 

parameters, your results converge until you are 
satisfied that you have a trained, effective model.

• Azure Machine Learning Studio gives you an interactive, 
visual workspace to easily build, test, and iterate on a 
predictive analysis model. 

• You drag-and-drop datasets and analysis modules onto 
an interactive canvas, connecting them together to 
form an experiment, which you run in Machine Learning 
Studio. 

• To iterate on your model design, you edit the 
experiment, save a copy if desired, and run it again. 

• When you’re ready, you can convert your training 
experiment to a predictive experiment, and then publish 
it as a web service so that your model can be accessed 
by others.

• Check it out, it is quite impressive.
• There is no programming required, just visually 

connecting datasets and modules to construct 
your predictive analysis model.

• https://studio.azureml.net/?selectAccess=true&o=1#
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Implications for AI on Financial Firms

• To understand their customers better and satisfy these 
expectations, many organisations today are already 
using artificial intelligence.

• AI can make sense of all data harvested from websites 
and apps which drive insights that improve customer 
experience, boost internal business processes, and fight 
fraud.

• Some of the core applications for financial firms include:
• Online Personalisation

 □ This is the real-time customisation of a customer’s 
journey. Your platform already collects and stores a 
ton of information about your users. 

 □ Google Analytics alone provides you information 
about user location, their device, browser, and the 
operating system they use, not to mention how 
much time they spend on each page and where they 
came from.  

 □ Called metadata, this technical information’s easily 
available and reliable, though not always very useful. 

 □ Additionally, you probably store other types of data, 
such as behaviour data about users’ clicks and 
actions or information from your CRM.

 □ Machine learning is able to use the smallest piece 
of data about every hover or followed link to 
personalize on a deeper level. It almost feels like the 
system can read a user’s mind. 

Geometric Progression
Creative Disruption

The Implications of AI on Financial Firms
by

 Mark Raffaelli CFA, FRM



Notes

155Geometric Progression Copyright © All rights Reserved

Implications for AI in Financial Firms

• Fighting fake reviews and bots
 □ Customer reviews have played and still play an 

important role in helping people make purchasing 
decisions. 

 □ 97% of people read online reviews regularly 
and 87% trust them just as much as personal 
connections. 

 □ However, people are getting more skeptical. Last 
year’s controversies around fake content have 
impacted the way customers perceive information 
they find online, even if it’s seemingly written by 
peers. 

 □ The battle for truth in media has never been as fierce 
as it is today.  

 □ These days artificial intelligence is capable of 
analysing large volumes of user-generated content 
and filter out fake reviews.

• Inventory management and forecasting cont..
 □ Today, AI-powered software can gather historical 

data about past transactions purchases and help 
businesses drive conclusions for easier decision-
making. Such conclusions include: 

 □ Identifying the most and least popular products 
during an exact period of time. 

 □ Today, AI-powered software can gather historical 
data about past transactions purchases and help 
businesses drive conclusions for easier decision-
making. Such conclusions include: 

 □ Identifying the most and least popular products 
during an exact period of time.

 □ Suggesting products / services that can be 
successfully promoted on a given date 

 □ Predicting how upcoming sports and cultural events 
impact sales. 

 □ Calculating probability of a transaction to give short-
term views on turnover.

• Automated customer service and chatbots 
 □ Today, you won’t find a big online store that doesn’t 

offer some form of customer support channel. 
 □ However, it costs businesses $1.3 trillion every year 

to answer customer calls. 
 □ This includes keeping support agents busy 24/7 and 

wasting human resources that can be otherwise 
directed towards more creative and intelligent tasks. 

 □ Here’s when chatbots come into the picture.  
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Implications for AI in Financial Firms

• Automated customer service and chatbots cont..
 □ AI-enabled personal assistants are capable of 

answering simple questions. 
 □ They can give a customer the status of an order and 

perform mundane tasks like finding a specific item 
just by a customer’s description. 

 □ Chatbots elevate the online shopping experience by: 
 □ Reducing response time and giving instant answers in 

comparison to human assistants 
 □ Increasing user retention by sending notifications and 

reminders 
 □ Providing upselling opportunities through the 

personalized approach. 
• Voice search and smart homes integration

 □ Voice home applications are the biggest part of 
all consumer IoT markets today and it inevitably 
changes the way people make purchases. 

 □ In 2017, a 6 year-old accidentally ordered a 
dollhouse when asking Amazon Alexa to play with 
her. 

 □ This new ability to ask an assistant to order products 
makes it easier for eCommerce brands to reach 
customers.  According to a study in 2018, 1 in 6 
Americans owns a smart speaker. That’s 128 percent 
more than in early 2017. 

• Combating counterfeit products
 □ Amazon, along with many other big retail brands, 

has a counterfeit problem. 
 □ Amazon fights the problem by marking legitimate 

brands in their Brand Registry. However, low prices 
still attract customers to buy from unauthorised 
sources.  

 □ Several opportunities have arisen that use deep 
learning and image recognition technologies to 
detect fake products. 

• Assisted investing and portfolio management
• The AI plus human intelligence (HI) model holds the 

most promise. 
• Our competition at the moment is not machines. 

It is the other people plus machine teams out 
there. We want the smartest machines working for us 
and our best chance of building them faster is to work 
with the best in AI.

https://www.altexsoft.com/blog/datascience/8-real-life-applications-of-artificial-intellig-
ence-in-ecommerce/?utm_source=DataScienceCentral&utm_medium=referral
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Implications for AI in Financial Firms

• Algorithmic trading & Black boxes
 □ The traditional investment view is that the traders 

oversee and direct the algorithms to produce returns. 
 □ However, in AI asset management, there are 

instances where it is the AI telling the humans what 
to do, with little indication of why these trades have 
a positive expected return.

 □ With AI, the uncertainty is handed to an algorithm 
where the predictions and timings are automated to 
the point where the human may not even be in the 
loop on why a transaction is being placed.

 □ This technology has begun to change as AI takes 
an ever-greater slice of the asset management 
business, encroaching further and further into the 
strategy domain that was once the exclusive domain 
of human analysts.

 □ The ability to trade risk and reward at the turn of a 
dial will revolutionize the asset management game, 
enabling institutional investors and fund managers 
alike to take complex positions in the market while 
maintaining a high-level ratio of stable and growth 
investments. 

• Know your client (KYC) and Anti Money 
Laundering (AML)
 □ The concept of know your client and anti-money 

laundering can be taken to a new level.
 □ For example you can use facial scans, retinal scans 

and fingerprint recognition.
 □ To prevent somebody from cutting off your finger 

some companies test for a pulse within fingerprint 
technology.

 □ In Sweden, they are busy piloting a test where they 
insert a microchip into your hand which can be used 
for identification & payments!

 □ Furthermore, AI can look for detailed correlations 
with respect to anti-money laundering transactions 
and automatically flag authorities!
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Implications for AI in Financial Firms

• Risk management 
 □ Wow, where do I start? AI gives you the ability to 

perform continuous risk management from many 
sources.

 □ Not only would it look at operational risks such as 
cameras over bank tellers, known criminals using 
facial recognition walking into a bank and sensors 
for temperature for fires etc, through the IoT it could 
alert people of medical conditions whilst sitting in a 
meeting based on sensors in a watch!

 □ For all the traders, the market risk component would 
allow you to optimise a portfolio to minimise risk 
should the market jump and provide alternative 
suggestions taking into account liquidity and 
circumstances etc.

 □ From a credit risk perspective, we could probably 
write another book just on this topic. Not only would 
the corporate and individual loan approval process 
be automated but credit ratings could adjust as new 
information comes into the market on a live basis.

 □ Compliance contraventions & report signoff could be 
automated and instantaneous.

• Surveillance for market abuse
 □ Artificial intelligence would be able to use the 

learning algorithms to detect market abuse, insider 
trading and suspicious activities.

 □ Personally, I believe regulators should be investing 
heavily in artificial intelligence not only to use it to 
detect financial fraud & market abuse etc but also to 
provide automated tools to indicate market stability!

 
• Sentiment analysis

 □ With the wealth of data available through social 
media data mining, AI trading algorithms now have 
a new window into the fundamentals of brand value, 
customer loyalty, and much more.

 □ Measuring the number of clicks as to whether a 
topic is hot, to social media “tweets” can provide 
interesting analysis.

https://www.altexsoft.com/blog/datascience/8-real-life-applications-of-artificial-in-
telligence-in-ecommerce/?utm_source=DataScienceCentral&utm_medium=referral
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Implications for AI in Financial Firms
• Robo advisors & Robo for advisors
• Robo-advisors are apps that offer financial advice or 

investment management online with moderate to minimal 
human intervention. 

• The software utilises algorithms to complete financial needs 
analysis, make financial lifestyle recommendations, suggest 
diversified investments based on the needs analysis, back 
test performance, run risk scenario analysis and even act as 
an early warning system.

• More importantly there available 24-hours a day!
• If you are an existing financial adviser, don’t stress just yet. 

As you are aware we asked some years away from artificial 
general intelligence which would almost completely replace 
many service orientated industries such as financial advice.

• The most likely scenario is that firms will move to a hybrid 
approach initially.

• Furthermore, it is unlikely that a Robo adviser can meet 
for sophisticated needs of high net wealth individuals who 
require assets to be registered in the name, and require 
bespoke portfolios by using robo for advisors.

• Financial advisers are increasingly using technology to assist 
them to be able to provide advice to clients.

• Key features include:
 □ Mobile & Desktop and Webapps can conduct a consistent 

financial needs analysis based on classification can direct 
the user accordingly.

 □ More importantly, it can mathematically optimise the 
portfolio based on the needs of the user and structure 
it for global diversification in all asset classes taken into 
account their risk return and unique requirements.

 □ What I like about it is that it can provide analysis on a 
real-time basis and inform you of market developments 
instantaneously and provide early warnings potential 
investment problems.

 □ Furthermore analysis can be extended to incorporate 
detailed risk reports and even provide education.

 □ Whether it be education from learning videos or question 
and answer sessions from chat bots.

 □ The portfolio’s can even be extended to incorporate  
alternative investments such as gold, real estate, natural 
resources, forex, cryptocurrencies and many other 
investment options, at a relatively lower cost.

 □ AI can adjust the portfolio over time to stay weighted 
with the objectives warn the investor of traditional 
lifestyle financial adjustments as time goes by and 
circumstances change.
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Implications for AI in Financial Firms
• Staff Changes: 

 □ It is important to point out that the staff changes 
won’t be instantaneous.

 □ You will typically find that you would move to 
a hybrid approach (running old and new) and 
retrench a few staff but as the technology advances 
is most likely that many of the traditional roles that 
operate in a financial institution will be replaced by 
artificially intelligent and dedicated computers.

• Autonomous next predict $1 trillion in savings from AI 
implementations by 2030.

• In US alone, 2.5 million financial services employees 
are exposed to AI technologies in front, middle and 
back office; 1.2 million working in banking and lending, 
460,000 in investment management, and 865,000 in 
insurance.

• Lloyds Banking Group recently announced “We’re firing 
6,240 to hire 8,240” - Nov 2018.

Insurance Company Implications
• The days of the traditional retail insurance broker are 

dead.
• Insurtech is a subset of fintech. It’s the technology that 

lies behind the creation, distribution and administration 
of insurance business. 

• Smartphone apps, wearables, claims processing tools, 
online policy handling and automated processing are all 
insurtech. 

• Insurtech is useful for collecting and analysing 
customer data to provide a better service.

• Big Data, Artificial Intelligence (AI) and the Internet of 
Things (IoT) are the current focus of insurtech, with the 
majority of invested capital going into these areas.

• In my view, many insurance companies (with the 
exception of a few) have been slow to adjust to the 
technology change.

• With the advent of the big data coming from all of the 
devices, insurance companies won’t be able to survive 
if they are unable to obtain this data to be able to 
customise quotes.

• The very heart of underwriting is based on historical 
data. If you have large amounts of data which is added 
to your database on a live basis, you are in an excellent 
position to understand the true risk and therefore 
derive an appropriate premium.
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Insurance Company Implications

• Insurance companies should see significant staff 
changes i.e a reduction in brokers, more programmers 
and data scientists.

• Even the concept of traditional insurance is under 
threat in the sense that apps can be created that can 
now request an underwriter through crowdsourcing!

• Insurance companies have a great opportunity to 
embed themselves in our lives especially with the 
concept of the Internet of things devices that monitor 
our heart rates, blood pressure, the way we drive, 
inform us of extreme weather etc.

• In reality this industry is going to soon come under 
heavy competition!

RegTech

• The term ‘regtech’ was coined in 2015 by the Financial 
Conduct Authority, which described it as “a sub-set of 
FinTech that focuses on technologies that may facilitate 
the delivery of regulatory requirements more efficiently 
and effectively than existing capabilities”. 

• In simple terms, RegTech is pretty much what it says 
on the tin: the use of new technology to facilitate the 
delivery of regulatory requirements.

• We can expect this disruption to make regulation highly 
data acquisitive and to involve the use of real-time 
information, and the incorporation of algorithms and 
analytics.

• The envisioned “new approaches” to “streamline 
Anti Money Laundering (AML) checks” and use social 
media and biometrics to transform how customer 
due diligence is done, how anti-fraud measures work 
and how banks “filter the wheat from the chaff when 
deciding whether to make a suspicious activity report”.

• The automation of due diligence, using data that can 
be tailored to a firm’s risk-based approach, is at the 
forefront of this RegTech revolution. 

• Legal documents can be analyzed using machine 
learning to transform them into structured data and 
compare the differences
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Regulators

• In a new study, AI called LawGeex has achieved 
an average 94% accuracy rate at surfacing risks in 
Non-Disclosure Agreements (NDAs), one of the most 
common legal agreements used in business. 

• This compares to an average of 85% for experienced 
lawyers.

• The study pitted the LawGeex AI solution against 20 
US-trained top corporate lawyers with decades of 
experience, specifically in reviewing NDAs.

• AI did it in 26 seconds versus the average time for a 
lawyer being 92 minutes.

• A recent regtech pilot by the Commonwealth Bank of 
Australia (CBA) used a solution with natural language 
processing (NLP) and artificial intelligence (AI) 
capabilities.

• It converted the text of 1.5 million paragraphs in 
Markets in Financial Instruments Directive II (MiFID II) 
into compliance obligations. 

• The experiment was completed with 95% accuracy 
and took merely two-weeks to complete as against 24 
weeks when done manually.

• It is suffice for me to say that regulators will need to 
lead the charge on disrupting ineffective and outdated 
processes of regulation and compliance monitoring by 
using Artificial Intelligence and machine learning.

• They need to use these technologies to detect market 
abuse and implement “RegTech”.

• It is important that they build up their own AI and 
Crypto team rather than outsource and partner with 
industry to create a stable economic environment. 

• If regulators fall behind, their natural inclination is 
to ban new developments simply because they don’t 
understand it or incapable of regulating it.

• The natural consequence is that the business will move 
offshore which in turn will have a material impact on 
employment in South Africa.

•  The reality is they will need to adapt fast and employ 
the right kind of staff to embrace this new challenge.

https://blog.lawgeex.com/ai-more-accurate-than-lawyers/
https://irishadvantage.com/news/the-future-of-regtech-advanced-technologies-will-enable-new-use-cases/?utm_
source=email&utm_medium=mailchimp-nurture2&utm_campaign=regtech-whitepaper
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Ethics

• There are many ethical issues with respect to artificial 
intelligence and we believe we have only scratch the 
surface!

• Let us look at some of the obvious questions.
• Unemployment. What happens after the end of 

jobs?
 □ As we’ve invented ways to automate jobs, what will 

all the people do?
 □ Of course, not all jobs can be automated yet.
 □ Most people still rely on selling their time to have 

enough income to sustain themselves and their 
families. 

 □ We can only hope that this opportunity will enable 
people to find meaning in non-labour activities, 
such as caring for their families, engaging with their 
communities and learning new ways to contribute 
to human society.

 □ Personally, I believe non-educated societies will 
treat AI is a threat. When jobs that require little 
mental capability replaced by robots, people will 
rise up and burn the robots! Unfortunately, those 
nations are more educated will become significantly 
more productive with the use of robots and crates a 
larger gap between the haves and have not.

 □ We’ve already seen the global discontent of taxi 
drivers with the advent of UBER. Imagine the 
impact when driverless cars go live.

Geometric Progression
Creative Disruption

The Ethics of Artificial Intelligence
by

 Mark Raffaelli CFA, FRM
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Ethics
• Inequality. How do we distribute the wealth 

created by machines?
 □ Our economic system is based on compensation for 

contribution to the economy, often assessed using 
an hourly wage. 

 □ The majority of companies are still dependent 
on hourly work when it comes to products and 
services. 

 □ But by using artificial intelligence, a company 
can drastically cut down on relying on the human 
workforce, and this means that revenues will go to 
fewer people. 

 □ Consequently, individuals who have ownership in 
AI-driven companies will make all the money.

• Humanity. How do machines affect our behaviour 
and interaction?

• Artificially intelligent robots are becoming better 
and better at modelling human conversation and 
relationships. 

• When used right, this could evolve into an opportunity 
to nudge society towards more beneficial behaviour. 

• However, in the wrong hands it could prove 
detrimental.

• Artificial errors. How can we guard against 
mistakes?
 □ Intelligence comes from learning, whether you’re 

human or machine. Systems usually have a training 
phase in which they “learn” to detect the right 
patterns and act according to their input. 

 □ Once a system is fully trained, it can then go into 
test phase, where it is hit with more examples and 
we see how it performs.

 □ Once in production, what if the AI device / 
instruction results in a death? 

 □ This could be a driverless car hitting a pedestrian 
or  a portfolio algorithm that results in significant 
losses.

 □ Who is to blame and how are the issues resolved? 
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Ethics

• Racist robots and stereotyped. How do we 
eliminate AI bias?
 □ We shouldn’t forget that AI systems are created by 

humans, who can be biased and judgemental. 
 □ Once again, if used right, or if used by those who 

strive for social progress, artificial intelligence can 
become a catalyst for positive change.

• Security. How do we keep AI safe from 
adversaries?
 □ The more powerful a technology becomes, the 

more can it be used for nefarious reasons as well as 
good. 

 □ This applies not only to robots produced to replace 
human soldiers, or autonomous weapons, but to AI 
systems that can cause damage if used maliciously.

 □ Because these fights won’t be fought on the 
battleground only, cybersecurity will become even 
more important. 

 □ After all, we’re dealing with a system that is faster 
and more capable than us by orders of magnitude.

• Terminator returns. How do we protect against 
unintended consequences?

• What if artificial intelligence itself turned against us? 
This doesn’t have to mean turning “evil” in the way a 
human might, or the way AI disasters are depicted in 
Hollywood movies. 

• In the case of a machine, there is unlikely to be malice 
at play, only a lack of understanding of the full context 
in which the wish was made. 

• Imagine an AI system that is asked to eradicate cancer 
in the world. 

• After a lot of computing, it spits out a formula that 
does, in fact, bring about the end of cancer – by killing 
everyone on the planet. 

• The computer would have achieved its goal of “no 
more cancer” very efficiently, but not in the way 
humans intended it.
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Ethics

• Singularity. How do we stay in control of a 
complex intelligent system?
 □ The reason humans are on top of the food chain is 

not down to sharp teeth or strong muscles. 
 □ Human dominance is almost entirely due to our 

ingenuity and intelligence. 
 □ We can get the better of bigger, faster, stronger 

animals because we can create and use tools to 
control them: both physical tools such as cages 
and weapons, and cognitive tools like training and 
conditioning.

 □ This poses a serious question about artificial 
intelligence: will it, one day, have the same 
advantage over us?

 □  We can’t rely on just “pulling the plug” either, 
because a sufficiently advanced machine may 
anticipate this move and defend itself. 

 □ This brings us back to what we discussed earlier 
and is called the “singularity”: the point in time 
when human beings are no longer the most 
intelligent beings on earth.

• Robot rights. How do we define the humane 
treatment of AI?
 □ Right now, these systems are fairly superficial, but 

they are becoming more complex and life-like.
 □ With the advances in medical technology and with 

a combination of AI what if we could truly create a 
biological being? Would it have the same rights?
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Thank you

I would like to formally thank you for attending the 
course and encourage you to check out our website.
Furthermore I would encourage you to get involved! 
We have some really “cool” and interesting times 
ahead.

All the best.

Mark Raffaelli CFA, FRM


